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resultis Gets(keys) 
] 
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July 11, 1977 

and GetString(string) be 

�~�o�r� i = 1 to 255 do 

fet char = GetKeys(); Puts(dsp,char) 
test char eq $*n 

ifnot string> >String.char1'i = char 
ifso [ string»String.length :: i-I; return ] 

] ] 

9. Revision Historl 

March 25, 1976 
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Various minor bugs in both code and documentation 'were fixed. One serious error in 
the documentation was in the description of CreateBSPStream, where "lenBSPStr" 
should have been "lenBSPSoc". The level 1, RTP, and ESP modules each became 
slightly smaller. Various calls to CallSwat were changed to SysErr with registered 
error codes. 

Level 0: External change: file PupAlEth.bcpl replaced by PupAlEthb.bcpl and 
PupAlEtha.asm. Internal change: fast (--20-instruction) Ethernet receiver turnaround 
implemented. 

Level 1: External changes: statics pupZone and pupCtxQ added; procedures 
SetPupDPort, SetPupSPort, SetPupSPort, and FlushQueue added; RT structure 
definition changed; default pupErrSt is now a "nil" stream rather than "dsp". 

RTP: External changes:' defaultTimeout and rtpStackSize changed from manifests to 
statics (with default values defaultDefault1'imeout and defaultRTPStackSize); 
DefaultOttlerPupProc added. 

BSP: External change: static bspVersion added. Internal change: the transmission 
strategy was modified to elicit an acknowledg'ment before allocation is completely 
exhausted, hence reducing lost throughput due to round-trip delay. 

April 16, 1976 

The released package Pup.dnl was renamed PupPackage.dm, and a debugging version of 
the package released as PupDebug.dm. A number of bugs (particularly in level 1) 
were uncovered while bringing up the software on the Nova. 

Level 0: External change: lenPup and lenPBI changed from manifests to statics 
(defined in level 1) to permit changing PBI size without recompiling the package. 
Internal change: IdO-millisecond translnit timeout and discard added (eliminating 
deadlocks caused by things like disconnecting the Alto from the Ethernet). 

Level 1: External changes: gateway code split out into separate files PupGateway and 
PupDummyGate, one of which must be loaded (usually the latter); optional extra 
argument "pupDataBytes" added to InitPupLevel1; default allocations in dPSIB changed 
to permit a socket to assign all but one of the PBls in the system; 
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OpenLevellSocket defaults the foreign net in some circumstanccs. Internal change: if 
"pupDebug" is on, PupLevell checks for the pbiFrceQ being e,chausted for more than 
20 seconds and calls Swat (this usually indicates a deadlock). 

BSP: External change: PupBSPb.bcpl replaced by PupBSPStreams.bcpI and 
PupBSPProt.bcpl (necessitated by Nova BCPL's inability to compile PupBSPb in onc 
gulp). 

May 18, 1976 

Mostly bug fixes and performance improvements. Some structure definitions were 
changed, so recompilation of user programs is advised. 

Level 0: Internal changes: more assembly code included to reduce packet loss rate; 
performance statistics gathered if pupDebug on. 

Levell: External change: optional "type" and "length" argumen ts added to 
CompletePup. 

October 6, 1976 

Significant internal changes were made at levels 0 and 1, and several new 
capabilities were added. However, for the most part the changes are upward­
compatible. Many structure declarations changed. so recompilation of progranls that 
"get" any Pup .decl files is required. 

Level 0: External chan~es: SendEtherPup removed; EncapsulateEtherPup and 
SendEtherPacket added; abilIty to send and receive non-Pups implemented. 

Levell: External changes: PupRoute file added; PupGateway module deleted fronl 
public Pup package release; routing table completely reorganized; new procedures 
HLookup, Hlnsert, HDelete, HEnumerate, HHash added; pupErrSt removed; mechanism 
added for broadcasting to all connected networks; procedures Doublelncrement, 
DoubleDifference, Double subtract included (formerly in BSP module). Internal 
change: GatewayListener dynamically maintains the best path to each network and 
purges RTEs of networks for which no routing information has been received 
recently. 

BSP: Internal change: adaptive retransmission timeout implemented to reduce packet 
loss rate when sending through slow networks or to slow destinations (e.g., Maxc). 

March 21, 1977 

Mostly bug fixes. Some structure definitions at level 0 were changed, so 
recOInpilation of user programs is advised. 

Level 0: SendStats operation added to the NDB object. 

JUly 11, 1977 

No external changes. The Ethernet driver was rewritten to eliminate several low­
probability race conditions and improve performance slightly. The driver now uses 
the "input under output" feature unconditionally, so problems may be encountered on 
Al to-Is running old microcode. 



Queue Package 

For Xero){ Internal Use Only -- October 16, 1977 

May 17, 1976 

Queue Package 

104 

This package iInplClnents a simple set of queue primitives. They are written in 
assembly language, so they are small (the entire package is 69 instructions) and fast 
(see timings). 

All the procedures are contained in AltoQueue.br, which is assembled from 
AltoQueue.asm. A Nova version of this package is available. 

All queue primitives make use of two structures: the Queue header (hereafter 
abbreviated Q) and the Item. 

structure Q: [ 
Heaa word 
Tail word 
] 

/ / Pointer to first Item on Q 
/ / Pointer to last Item on Q 

structure I tern: [ 
Link word / / Link to next Item 
Remainder word whatever 
] 

An empty queue is denoted by Q.Head equal to zero and Q.Tail unspecified. The last 
Item on a queue has zero in its Link field. An Item either passed to or returned 
from the following procedures may have an arbitrary Link word. 'fhe Q and Item 
parameters in these procedures are of course pointers to the respective objects. 

Enqueue(Q,Item) 
Appends the Item to the Q, thereby making it be the tail item. Enqueue will 
call Swat if Item is zero (which is a common source of bugs). 

Dequeue(Q) = head Item or zero 
Removes and returns an Item from the head of the Q, or zero if the Q is 
empty. 

InsertBefore(Q,Successor,Item) = true or false 
Inserts the Itenl in a specific place on the Q, immediately before the specified 
Successor item. Returns true normally, false if Successor was not found on the 
Q. 

InsertAfter(Q,Predecessor,Item) = true 
Inserts the Item in a specific place on the Q, immediately after the specified 
Predecessor itmn. Returns true always (undefined things will happen if 
Predecessor is not actually on the Q). 

Unqueue(Q,Item) = true or false 
Removes a specific Item from the Q. Returns true normally, false if Iteln was 
not found on the Q. 

QueueLength(Q) = integer 
Returns the number of itenIs on the Q. 

" 
All the queue routines are completely race-free, and both interrupt and non-interrupt 
code may safely access the same Q simultaneously. However, calls to these 
procedures must be made with interrupts enabled, since they execute "dir" and "eir" 
internally for race avoidance. 
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Timings for these procedures are now given. These counts are simply the number of 
instructions executed, not including the instruction that called the procedure. The 
procedures InsertBefore, Unqueue, and QueueLength must search the queue from its 
head until they reach Successor, Item, or the end. of the queue respectively; the 
factor "n" in the timings is the number of items looked at. 

Enqueue 

Dequeue 

InsertBefore 
InsertAfter 

Unqueue 

QueueLength 

14 if Q previously empty 
13 otherwise 

10 if Q enlpty 
11 otherwise 

10+4n 
15 if Predecessor was previously the tail 

14 otherwise 
12+4n if Item was previously the tail 
11 +40 otherwise 

6+4n 
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READMU 

A library routine is now available for reading MU binary output. This routine may 
be useful for those interested in debugging, analyzing, or otherwise mtlnipulating Alto 
microcode. The package is called READMU; it is written in BCPL and the only file 
required to use it is READMU.BR. It declares one entry procedure, RcadMU, and one 
entry static, MuSeqNo. The arguments to HeadMU are lstream, writeram, writecon, 
definename) of which only stream is required. Their signiticance is as follows: 

stream must be a word-oriented input stream, the MU binary file. ReadMU only 
reads from this strearn. 

wdteram(addr, hipart, lopart) is called for every instruction in the file. If the 
writeram argument is missing or 0, instructions are discarded. 

writecon(addr, value) is called for every constant in the file. If writecon is 
missing or 0, constants are discarded.' 

definename(addr, string, memoryid) is called for every symbol definition in the 
file. memoryid is $R for R registers, $C for constants, or $1 for 
instructions. If definename is missing or 0, symbol definitions are ignored. 

MU outputs instructions in an unspecified order, but with each instruction it outputs 
a "sequence number" that reflects the order of appearance of the instructions in the 
source file. Read1vlU leaves this sequence number in the static MuSeqNo for uSe by 
the writeram procedure. 

ReadMU returns ° if everything went normally. If an error 
immediately (leaving the stream positioned just past the item 
returned is a string which identifies the type of error. 
following errors: 

Unexpected end of stream 
Bad memory II 
Data for undefined memory 
Bad width 
Bad memory name 
Invalid block type 

occurs, ReadMU returns 
in error) and the value 

ReadMU detects the 



ReadUserCm!tem 

For Xerox Internal Use Only -- October 16, 1977 

March 19, 1976 

ReadU serCmI tem 

107 

A package is now available for reading items from user profile files such as 
User.Cm. This package provides one procedure: 

Read U serCmI tem(stream, string) 
where stream must be a standard Alto stream which delivers characters from User.em 
(or any other file in the same format), and string m.ust be a pointer to a 128-word 
buffer area. ReadUserCmItem reads the next item from the stream and stores it in 
the buffer area in the form of a standard Bcpl string. ReadUserCmltem returns a 
value which identifies what type of itenl was read: 

$E ~end) End of stream. String is meaningless. 
$N name) rrhe item was of the form [string]. 
$S string) The item was of the form "string". 
$L label) The item was of the form string:. 
$P parameter) The item was a line not conforming to any of the above 

(terminated by <cr». 

For items of types $L and $P, ReadUserCmItem removes initial blanks and 
tabs if any. Blank lines are skipped. If an iteln 'II/ill not fit in a Bcpl string (Le. 
is longer than 255 characters), characters beyond the 255th are simply discarded. 

Here is an example file with the list of values and strings returned by 
Read U seremI tern. 

File: 
rBRAVO] 
LEAD: LIne lead 6, Paragraph lead :: 12 

rnns] 
Selspec: "D*" 

Values and 
$N 
$L 
$P 
$N 
$L 
$S 
$E 

strings returned by successive calls of ReadUserCmltem: 
BRAVO 
LEAD 
Line lead = 6, Paragraph lead = 12 
DDS 
Selspec 
D* 
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This package contains a single procedure, RenameFile, which changes the name of a 
file in an Alto file system. The procedure handles multiple directories and versions, 
changes the file's serial number to invalidate old hints, updates leader page 
information, logs its action in the system log, works with BFS or TFS, and generally 
tries to do the job as throughly as if it were part of the Alto OS directory module. 
RenameFile only works in Operating Slstem versions 13 or later (in earlier versions 
it returns false without doing anythingj. 

RenameFile(oldName, newName, versionControl [verLatest], errRtn [SysErr], zone 
rsysZone 1, logInfo [OJ. disk ~sysDisk1) = true or false 
beletes the directory entry oldName (after applying versionControl), changes the 
file serial number, and creates a directory entry 'newNanle', returning true if 
successful. 'OldName' must exist and 'newName' must not exist (unless versions 
are enabled in which case the next version of 'newName' is created). 
RenameFile will call errRtn(ecZoneTooSmall) if there is not enough space in 
zone to allocate a page-sized buffer. . 
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Ring Buffer Routines 

This package consists of a set of fairly fast assembly-language procedures for 
buffering data by means of circular buffers. The package comes in two versions: a 
"byte" version (RINGBYTES.ASM) that deals with bytes and packs them two per 
word, and a "word" version (RtNGWORDS.ASM) that deals with full words. The 
procedures _ in the two packages are called identically, so one may substitute the 
"word" version for the "byte" version to gain about a factor of two in speed at the 
cost of using buffer space only half as efficiently. Source and binary files fot the 
two versions are supplied in the file RINGBUFFER.DlVl. A N ova version of this 
package is available. 

A ring buffer is described by a Ring Buffer Descriptor (RBD), which is the address 
of a 4-word patch of memory provided by the user, initialized through a call to 
InitRingBuffer. and thereafter maintained by the routines in the package. The "byte" 
and "word" versions of the routines make different uses of the RBD, -but this is of 
no interest to callers. 

InitRingBuff er(RBD,Buff er ,Length) 
Initializes the RBD to describe a block of storage st.arting at "Buffer" and of 
length "Length" (in words). 

ResetRingBuff er(RBD) 
Renders the ring buffer described by RBD empty. 

RingBufferEmpty(RBD) = true or false 
Returns true if the buffer is empty. 

RingBufferFull(RBD) = true or false 
Returns true if the buffer is full. 

ReadRingBuffer(RBD) = Item (byte or word) 
Returns the next Item in the ring buffer if there is one, or -1 if there isn't. 
Obviously. if the "word" version of the package is being used and -1 is a 
possible Item, then the caller should check with RingBufferEmpty before calling 
ReadRingBuff er. 

WriteRingBuffer(RBD,Item) = true or false 
Attempts to put Item into the ring buffer and returns true if successful. The 
"byte" version of this procedure depends on the left half of Item being zero. 

When these routines are used to pass streams of data between interrupt-level and 
non-interrupt-Ievel code, the following precautions should be observed to avoid races: 

1. For a given RBD. neither ReadRingBuffer nor WriteRingBuffcr should be called 
both from interrupt level and frOIn non-interrupt level. However, ReadRingBuffer 
may be called from interrupt level and WriteRingBuffer from non-interrupt - level or 
vice versa. 

2. InitRingBuffer and ResetRingBuffer should not be called from interrupt level. 

3. Calls to all routines should be made with interrupts on, since some of them 
execute "dir" and "eir" internally. (This is not a problem if the BCPL Interrupt 
Package is being used.) 

The following information is provided for debugging purposes only, and one should 
not write code that depends on it. 



For Xerox Interno.l Use Only -- October 16, 1977 

Ring Buffer Routines Fe bruary 20, 1976 

The "byte" version of the package lays out the RBD in the following way: 

structure RBD: [ 
Begin word 
Length word 
Read word 
Write word 
] 

/ / Pointer to start of buffer 
/ / Buffer size in bytes 
/ / Current read index 
/ / Current wri te index 

110 

The buffer is treated as an array of bytes, packed left to right and indexed starting 
at zero. '1'he Read and Write indices refer to the last byte reud or written. 

The "word" version of the package uses the RBD in this way: 

structure RBD: [ 
Begin word 
End word 
Read word 
Write word 

/ / Pointer to start of buf fer 

] 

/ / Pointer past end of buffer 
/ / Current read pointer 
/ / Current write pain ter 

The End word points to the first word beyond the end of the bu.ffer; i.e. its value 
is Begin plus the length of the buffer. The Read and Write pointers point to the 
next word to be read or written. 

Rough timings for the important procedures are now given. '1'he counts are simply 
number of instructions executed, not including the instruction that called the 
procedure. 

RingBuff er Empty 
RingBufferFull 
ReadRingBuffer 

WriteRingBuffer 

"byte" 
9 

10 
20.5 normally 

9 if empty 
25 nonnally 

13 if full 

"word" 
9 

11 
12 normally 

9 if empty 
13 normally 

13 if full 
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RWREG - procedures for reading and writing microprocessor memories 

Procedures are now available for reading and writing the Alto 
microprocessor memories (RIS, constan t, microinstruction) under program control. 
These procedures are of greatest use when debugging new microcode, but may also be 
useful in conjunction with language emulators such as Lisp and Mesa. 

For the purposes of this package, the R registers are numbered 0 through 
37b, and the S registers from 41h through 77b (register 40B is the ]VI register).-

ReadReg(regno) -> value 

Returns the contents of register regno. 

WriteReg(regno, value) 

Writes value into register regno. 

MakeXregDesc( regno, flag) -) dese 

Returns a "register transfer descriptor" which contains an encoding of the 
register number regno and the operation specified by flag (false means read, true 
means write). 

DoXreg(desc, value) -) value 

Performs the operation specified by the register transfer descriptor dese, 
returning the contents of the register. if a read, or writing value into the register if 
a write. 

The reason for MakeXregDesc and DoXreg is that "compiling" the descriptor 
in advance allows the actual transfer to be done more quickly. 

ReadConReg( conno) -) value 

Returns the contents of constant memory location conno. 

ReadlnsReg(loc, v2) 

V2 must be a pointer to a 2-word area. Reads the contents of 
microinstruction RAM location 10c into v2!0 and v2!1. Note that. ReadlnsReg is not 
capable of reading the microinstruction ROM, only the RAM. 

WritelnsReg(loc, v2) 

Writes v2!0 and v2!1 into microinstruction RAM location loco 

***** NOTE TO RAM PROGRAMMERS: RWREG uses RAM locations 1770 
through 1772. 
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This package enables a program to scan Alto files at full disk speed, including 
overlapping disk transfers with computation. The package is written entirely in Bcpl 
and uses only standard OS facilities. 

To initialize the package, call 
ScanFile(fp, bufferAddress, bufferSize[, fa, diskl) . 

where fp is a file pointer as described in the Alto Us manual and bufferAddress is 
the beginning of a block of bufferSize words. If fa is given, it must be a file 
address as described in the Alto OS manual, and scanning will begin with the file 
page specified by fa. The disk address in fa must be correct, not just a hint. If 
disk is given, it must point to a disk descriptor as described on p. 52 of the Alto 
OS manual; otherwise, ScanFile uses sysDisk, the standard system disk. 

ScanFile returns an instance pointer (ip) which points to a structure ScanFile sets 
up in the buffer area. The minimum size for the buffer area is available in a 
static called 

ScanFileFixedSize 
and each additional page (400b-word) buffer requires 

ScanFileB uff erSize 
words. 

To get the next page of the file, call 
ScanBuffer(ip, fa) 

where ip is the instance pointer returned by ScanFile and fa is a pointer to a file 
address structure as described in the Alto OS manual. If the end of the file has 
not been reached yet, ScanBuffer returns the address of a page buffer containing the 
next page of data, and fills in the fa with the page nunlber, disk address, and 
number of characters of data in the page. If the end of the file has been reached, 
ScanBuffer returns O. Note that the contents of a page buffer are only guaranteed 
valid until the next call on ScanBuffer. Note also that the first page delivered by 
ScanBuffer is the first page of data, not the leader page. 

When you are finished scanning a file, call 
ScanFinish(ip) 

where ip is the instance pointer. If you don't do this, the next use of the Bfs (e.g. 
by the OS) may throw you into Swat. 

It is possible, although not particularly recommended because of arm movement, to 
scan more than one file simultaneously with ScanFile. Of course, each file being 
scanned requires a separate call on ScanFile and its own buffer area. 

ScanFile currently only handles the standard Alto Diablo disks (model 31 or 44), not 
Tridents. If the need arises, ScanFile can be extended to handle rrridents fairly 
easily. 
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sev is a package for scan-converting objects from a description of the boundaries of 
the object. The package computcs which bits of each scan-line fall under the object 
described; if these bits are displayed in black, the object will appear, colored black. 

The input to sev is an ordered sequence of edge descriptions; an edge may be either 
a straight line or a. spline curve. SCV scales the coordinates of the edge and 
computes the intersections of the edges with the coordinate grid. Finally, the 
intersections are sorted, first by scan-line number, and then by "run direction" within 
the scan -line. 

Thus the coordinate system is based on "scan-direction" and "run-direction" rather 
than on x and y. The coordinates of a point are (s,r) where s is the scan-line 
number, and r is nlcasured along the scan-line. For example, on the Alto, s might 
run from 0 to 807, a vertical measure; r might run from 0 to 605, a horizontal 
measure. 

Before passing to detailed explanations, consider the following example: 

SCVBCginO!. ect( false) 
SCVMoveTo 0,0) 
SCVDrawTo 10,O~ 
SCVDrawTo 5,10 
SCVEndObject( v 

... (details) 
SCVReadRuns( v ,buf, 1 00) 

>~,10) 
/ \ 

/ \ 
/ \ 

/--------\ 
(0,0) (10,0) 

This returns a list of intersections: (1,0) (1,2) (2,0) (2,4) (3'a (3,6) (4,0) (4,8) (5,0) 
(5,10) (6,0) (6,8) (7,0) (7,6) (8,0) (8,4) (9,0) (9,2) (10,0) (10,0 . If these intersections 
are paired into "runs," we can see which bits to turn on e.g. on scan-line 3, we 
turn on bits 0 (inclusive) through 6 (exclusive); more on this below). Thus we get 
(remenlber, scan-lines are vertical in the above example): 

* 
* 

*** 

lni tializa tion 

SCVInit(Getb,Putb,Error) 

*** 
***** 
***** 

******* 
******* 

********* 
********* 

This routine must be called before any objects are scan-converted. Getb is 
the address of a routine for obtaining blocks of storage; Putb is a routine to 
return these blocks to the pool; Error is an error routine. Templates for 
these subroutines are: 

let 
Get b(BlockSize) = valof r 

I/Cet a free storage block of length BlockSize. 
/ /Suppose Addr is the address of the first usable word. 
resul tis Addr 
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] and 
Putb( Addr) be [ 

/IReturns block acquired previously by Getb. 
] and 

Error(String) be r 
/IString IS a :eCPL string that describes the error. 
] 
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SCVMatrix( a,b,c,d) 

This routine sets the scaling matrix. In all functions that have sand r 
values as parameters, the following scaling takes place: 

S = a*s + c*r 
R = b*s + d*r 

and the values of Sand R are actually used. In all explanations below, if 
upper-case Sand R are used, they represent scaled versions of sand r. The 
argumen ts to SeVMa trix are either: 

a. O. The corresponding coefficient is zero. 

h. A pointer to a packed floating-point number. 

c. The number of a floating-point accumulator. (See "Restrictions," below.) 

Thus the identity transformation can be established with: FLDI(2,1); 
SCVMatrix(2,O,O,2). 

SeVTransformF( s,r,v) 

This routine scales sand r by the scaling matrix, and returns Floor(Round(S)) 
in v!O and Floor(Round(R)) in v!1. The full value of S is left in floating­
point acculnulator 8; that of R in accumulator 9. 

Generating Object Descriptions 

The operations of generating object descriptions and of actually computing the 
intersections are separated in order to cater to certain applications. The object 
generation process is: (1) initialize by calling SeVBeginObject, (2) pass boundary 
descriptions to SCVMoveTo, SCVDrawTo or SeVDrawCurve, and (3) finish by calling 
SeVEndObject, which returns an object descriptor (structure SeV). 

SeVBeginObject(Care) 

Called to begin describing a new object. Care is true if "careful" scan 
conversion is required (see SCVEndObject). 

SCVMoveTo(s,r) -or- SCVMoveToF( s,r) 

Starts a new boundary, and sets the "current" point to (S,R). The arguments 
to SCVMoveTo are signed 16-bit integers; SCVTvioveToF is identical in function, 
but requires floating-point numbers (or accumulator numbers) as arguments. 

SCVDrawTo(s,r) -or- SCVDrawToF( s,r) 
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Specifies that the next leg of the boundary is an edge from the "current" 
point to (S.R). The current point is set to (s.n). The arguments to 
SCVDrawTo are signed I6-bit integers; SCVDrawToIf is identical in function, 
but requires floating-point numbers (or accumulator nUlubers) as arguments. 

SCVDrawCurve( sa.ra,s b,rb,sc,rc) 

Specifies that the next leg of the boundary is a parametric cubic spline traced 
out by values of t from 0 tQ 1 in the equations ("current" point is (So,Ro)): 

Set) = So + Sa t + Sb t:G + Sc t~ Re t) = Ro + Ra t + Rb t 2 + Rc t 3 

The "current" point is set to (S(l),R(l)). Arguments are flouting-point 
numbers (or accumulator numbers). 

SCVEndObject( v) 

Finishes the object description, and returns useful data in v: 

v»SCV.Smin, v»SCV.Smax. Minimum and maximum values of S (inclusive) 
where the object lies. Signed 16-bit integers. 

v»SCV.Rmin, v»SCV.Rmax. Minimum and maximum values of R (inclusive). 
(If splines are used. these two numbers are accurate only if the Care argument 
to SCVBeginObject is "true".) Signed 16-bit integers. 

Generating Intersections 

Armed with an object description ("v" argument to SCVEndObject), intersections can 
be calculated with calls to SCVReadRuns. 

SCVReadRuns( v,Buffer,Bufsize) 

Calculates some intersections, and records them in a buffer (Buffer is the 
address of the first usable word of the buffer, Bufsize is the number of words 
in the buffer). Two values in the vector v govern the range of S values to 
consider: values from v»SCV.Sbegin and v»SCV.Send (inclusive) are considered. 
NB: This S range must proceed unhesitatingly from v»SCV.Smin to 
v> >SCV.Smax. as returned by SCVEndObject. 

The function returns, in v: 

v> >SCV.IntPtr. Pointer to the first intersection. 

v»SCV.IntCnt. NUlnber of intersections calculated. This is guaranteed to be 
even, so that an integral number of intersection pairs ("runs") are in the 
buffer. 

v»SCV.Send. Largest S value considered. If the buffer is too small to 
contain a11 intersections in the S range requested, the range is reduced until 
the intersections will fit. On return, v> >SCV.Sbegin and v> >SCV.Send represent 
the range actually calculated. 

The intersections returned by SCVReadRuns are sorted in the buffer by S and then 
by R. Each intersection requires two words: the first is the S value, the second the 
R value. 
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The following code demonstrates a probable use of SeVReadRuns: 

SCVB~ginObject(f?lse) 
... specdy boundanes ... 
let v=vec size sev 116 
SCVEndObject( v) 

let b=vec 200 
v»SeV.Sbegin=v»SCV.Smin I IFirst range 

. t»SeV.Send=v»SeV.Smax I I Assume entire range fits. 
SCVReadRuns(v,b,200) /ICalculate intersections. 
let n=v> >SCV.IntCnt 
if n eq 0 then break / I All done. 
let p=v> >SCV.IntPtr 
for i=l to n by 2 do /ILoop for each run. 

fet S=p!O I IS value 
for R::p!1 to p!3-1 do TurnOnBit(S,R) 
]=P+4 /INext intersection pair. 

v»SCV.Sbegin::v»SCV.Send+1 / /Prepare next S range. 
] repeat 

The loop on R values of the intersection pair stops just short of the second 
intersection. rrhat the R interval should be open can be denlonstrated with the 
following example: suppose that two edges intersect a particular scan-line at R=0.5 
and R=2.5. Clearly the "width" of the object on this scan-line is 2.5-0.5=2.0. SCV 
truncates the R values before sorting them, and so reports intersections at R=O and 
R=2, again a "width" of 2. 

Operation 

SCV code is contained in the files SCVMAIN.C and SeVSORT.e. The definitions for 
the sev structure are in SeV.DFS. The sev package requires the floating~point 
package FLOArr. rrhe program SCVTEST.C is an example of the use of sev. 

Strategies 

The orderly way in which SeVReadRuns proceeds from small values of S to large 
values can sometimes be linked to the order in which information is used, e.g. added 
to the screen. If several objects are to be added in one pass over the screen, sev 
can handle that as follows: 

a. Generate object descriptions for all objects, saving the "v" vectors for each 
one. 

b. Call SCVReadRuns for each object, dumping intersections into separate 
buffers. Use the intersection information to upda.te the screen. (Or, for' the 
energetic, merge the runs from the several objects!) 

c. Repeat step b until all objects are finished. 
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Note that objects may have several closed boundaries (a call to SCVMoveTo signals 
the beginning of a new boundary). trhe most COlnmon use of this feature is to 
specify the boundaries of "holes" in the object. 

Restrictions and Caveats 

1. After scaling, Sand R must both lie between -16000 and +16000. 

2. The SCV package uses many floating-paint accumulators. However, it guarantees 
never to clobber AC 0 to 7 inclusive. Similarly, the caller must guarantee: 

a. Not to clobber AC's 28-31 inclusive unless he is willing to re-establish the 
scaling matrix with a call to SCVMatrix. 

b. Not to clobber AC's 22-27 inclusive during object generation (i.e. between a 
call to SeVBeginObject and SCVEndObject). 

3. If you do not intend to use splines at all, the code in SCV!vfAIN.e can be 
shortened considerably. Remove all code between comments /IBEGIN $$$ and / lEND 
$$$. (Eventually, conditional conlpilation will be used.) 

4. Free storage use. For each edge, an 8 word block is acquired (24 if it is a 
spline); the blocks are released by SCVReadRuns when it is no longer needed. 
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SDialog is a package of BCPL subroutines that will aid a program in carrying on a 
teletype style interaction with its users. Here is a list of its features: 

1) SDialog handles all the display and keyboard I/O, including such things as 
backspacing over a character. 

2) SDialog handles converting things between their representations as strings and 
tlleir in ternal form. 

3) There is help provided when the user types in an illegal or malformed 
response. 

4) There are provisions for defaulting the user responses. 

5) SDialog is small (it's probably fast too, but that doesn't matter). 

Before proceeding any further you should read the memo entitled "Users' Guide for 
'Simple Dialoging'" in <Parsley)SDlg.ears. The rest of this discussion will assume a 
familiarity with that memo. ' 

SDialog will handle dialog about several different kinds of things. Each of these 
things is assigned a "radix". Note that as is usual in BCPL, all "values" are always 
16 bits, but some of those values may really be pointers to (addresses of) multiword 
vectors. Here is a list of the legal radices (the declarations may be found in the 
file UtilStr.d): 

integers ()=2) -- Only radices of 2, 8, 10, and 16 will really work right. When 
integers of radix 2. 8, and 16 are shown to the user, they are always considered 
unsigned. 

radixString (0) -- a normal BCPL string 

radixFileName (-3) 

radixCharCode (-1 ) 

a BCPL string, but user responses are checked for legality 

the ASCII code of a character, i.e., 0 <= value <= #377 

radixSwitch (-2) -- the value is either TRUE or FALSE 

If you wish to do dialoging about something other than the above, then you should 
tell SDialog that you are dialoging about a radixString and then convert the users 
response to your internal form yourself. 

Here are some notational conventions for what 
brackets are optional. If an optional argument 
follows the slash is the default value for that 
there is no default value. Whatever follows 
value of the routine (if any). 

There is one basic procedure: 

follows: Arguments enclosed in square 
is followed by a slash. then whatever 
argument. If there is no slash, then 
"_)" is an indication of the return 

DIg (prompt, radix, [defaultValue, [pointer, [defaultExtensionJ ] J) 
-) value 

where prompt is a string, radix is one of the list' above, defaultValue and value are 
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"values" of that radix, pointer is iust that, and defaultExtension is a string. pointer 
is where to put the (converted) response if a value to this radix is really a pointer, 
c.g., if radix is radixString. 

Since this routine would be somewhat awkward to use, there are several other 
routines that call it,. In general there are two routines per radix, one that takes a 
default value and another that doesn't. 

DlgNum (pronlpt, [radix/lOl) -> integer 
DDlgNum (prompt, defaultN'umber, [radix/lO]) -> integer 

DIgStr (prompt, resultString) 
DDlgStr (prompt, defaultStnng, resultString) 

DlgFileName (prompt, resultFileName, [defaultExtensionJ) 
- > resul tFlleN ame> >SL 

DDIgFileName (promI2.,t, defaultFileName, resultFileName, 
L def a ul tExtension J) 

DIgSw (prompt) -> Switch 
DDlgSw (prompt, defaultSwitch) -> Switch 

DIgChar (prompt) -> CharCode 
DDlgChar (prompt, defaultCharCode) -> CharCode 

DIgCA (prompt) 

DIgCA is what you should call when you want something confirmed, but don't want 
any "value". DlgCA merely waits for the user to type one character. If it's a 
positive response it returns. If it's negative it calls DlgErr (see below). 

No problems are occasioned by having defaultString and resultString be the same 
(this holds for file names too). In the dialoging about file names it's possible to 
specify a default extension for that file name with or without a default file name. 
The default extension will be added to the user response if and only if that 
response did not include a period. string»SL means the length of the string. 

Now will talk about dialoging errors. Whenever anybody discovers an error in a user 
response, he should call 

DlgErr ([msg1, [msg2, [errLoc, [errS tack] ] ] ]) 

where msgl and msg2 are strings (or 0), errLoc is the label where control is to go, 
and errStack is the value that should oe in the stack pointer (address of a frame) 
when control gets to errLoe. DlgErr tY'pes the messages to the user followed by a 
carriage return and does a GotoLabel lerrStk, errLoc, nil). Note that errLoc and 
errStack had better go together. 

Actually things are a bit better than this. There is a routine 

DlgInit ([ en'Loe, [inStream, [outStream] ]) 

that may be used to set errLoc and errS tack. errLoc is generally set explicitly using 
DIglnit and errStack is set to the frame of the caller of Dlglnit. The idea is that 
just before you're about to get a pararneter from the user that helshe might screw 
up on, call DIglnit with a label that is just before the call on so:me dialoging 
routine. Then if an error is discovered, call DlgErr with the appropriate error 
messa~e. The error message will appear and the user will get another chance to 
type In the parameter. There are examples of this sort of usage of Dlglnit and 
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DIgErr in the source code files for the subsystenls leSEM and IcGerb. Here is an 
example: 

let inFileN arne = vee IFileN arne 
DIglnit (NoInFile) 

NolnFile: 
DIgFileName ("Input", inFileNanle, "icarus") 
let inS = OpenFile CinFiIeName, ksTypeReadOnly) 
if inS eg 0 do DIgErr (inFileName, " doesn't exist") 
if Gets linS) ne icarusPassWord do 

DlgErr (In FileName, " isn't an Icarus file -- wrong password") 

The reason why Dlglnit ought to be used (rather than DlgErr alone) is that SDiaIog 
itself sometimes calls DIgErr and errLoc and errStack should be correct before that 
happens. SDialog chccks user responses for such things as: no letters or illegal digits 
in integers, only legal characters in file names. If SDialog sees such an inappropriate 
response from the user, it calls DlgErr, so things ought to be set up so that the 
user gets to try again on his response, and that's what Dlglnit does for you. 

There are three "global" variables in SDialog that a user program nlay change: 
dlgDefaulted, dlgInS, and dlgOutS. The latter two are streams. They default to keys 
and dsp respectively. Feel free to set up your own display or file streams. Note 
that these globals get set every time Dlglnit is called. 

The global variable dlgDefaulted is a boolean. It says whether or not the user has 
asked to take the defaults for the rest of the dialog. Some strange programs may 
want to intervene in this. 

There are two more routines that are available (but probably no one will want to 
use them): 

DIgGetParameter (string, [defaultSwitch]) 
DlgBackaChar (char) 

DIgGetParameter does all the work of DIg after the prompt has been displayed and 
up to the conversion of the response, i.e., it displays the default response (if any) 
and receives the user's' response (with echoing). DlgBackaChar will backspace over 
and erase a character on the display. 

SDialog uses several routines fronl the package UtilStr, so normally SDialog and 
UtilStr should be loaded together. You Iuay want to combine and tailor the source 
code of these two packages for your own uses. Help is available from the 

, main tainer(s) of the packages. 
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Cubic spline packages: SPLINE 1 & SPLINE2 

The files SPLINE1.BCPL and SPLINE2.BCPL contain procedures for fitting cubic 
splines to sets of data pOints, called knots. The algorithms are documented in the 
report "Spline Curve Techniques" (by Baudelaire, Flegal, & Sproull), May 1977. 

The two packages contain a procedure of the SAME name, with an IDENTICAL 
calling sequence: 

success+-ParametricSpline(N, x, y, pIx, p2x, p3x, ply, p2y, p3y, type [0]) 

N n::INI is the number of knots. The si~ of N tells whether the knot 
coorCIinates are given in integer format (N is negative) or floating point 
format (N is positive). 

x, ~re two tables containing the coordinates of the knots. They are of length n 
(integer) or 2*n (floating point). 

pIx, p2x, p3x, ply, p2y, p3y are six tables of length 2*n in which the coefficients 
defining the parametric splines are returned (floating point). These 
coefficients are, respectively, the first, second and . third derivatives at each 
knot of the cubic splines x(t) and yet), t varying between 0 and 1. Notice 
that, although only the first n-1 values of these derivatives are necessary, the 
arrays should be of length 2*n. 

types either 0 (for natural end conditions, i.e. open ended curve) or 1 (for 
periodicity, i.e. cyclic curve). In the later case, it is mandatory that the fust 
and last knots be identical. The type defaults to O. 

The implementation of the parametric spline algorithm is different in the two 
packages: SPLINE1 ilnplements a unit step parametrization (algorithm 1.2.7), while 
SPLINE2 implements a chord length paranletrization (algorithm 1.2.5). 

In addition, SPLINE2 contains the procedure CubicSpline which computes a general 
non-parametric cubic spline (algorithm 1.2.5). The calling sequence is: 

success+-CubicSpline(N, x, y, ply, p2y, p3y, type [0]) 

with the same conventions as above. 

All the procedures need free storage, which they get from a zone you must provide 
by setting the static PSzone. 'rhe amount of storage needed is as follows: In the 
basic case (n positive, type=O): enough for 8 floating point registers (16), plus 4*n. If 
n is negative, the coordinates have to be converted to floating point format: so add 
4*n. If type is 1, add 6*n. 

The static PSerror points to an error procedure that simply traps to SWAT. The 
error routine is called by the statement: " ... rcsultis PSerror(errorNumber);" You may 
substitute your own error handling routine. errorNulnber=1 means I not enough 
storage." Other errors are probably fatal. 

The spline packages use the FLOAT package for all arithmetic calculations. The 
format of floating point nUlllbcrs is consistent with the conventions of that package. 
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This package provides a small set of useful string-manipulation primitives. There are 
two independent modules: a "streanls" module implementing standard stream 
operations reading and writing strings, and a "utility" module containing a small set 
of procedures for concatenating, extracting, and comparing strings. 

The utility operations parallel some of those provided in Bruce Parsley's UtilStr 
package. The principal departures from that package are: 

1. Procedures that create new strings get stora~e by allocating it from sysZone 
rather than requiring that the caller supply It. 

2. Operations on large strings are relatively efficient because the ByteBlt 
package is used. 

3. No format conversion operations are provided, since the availability of string 
streams makes it possible to use existing software that formats output to 
streams (e.g., the procedures in the operating system. or the 'l'emplate 
package). 

The .br files are packaged as Strings.dm, and the sources are contained in 
StringsSource.dm, which also includes various command files. 

1. String Streams 

The "streams" module (file StringStrealns.br) provides one external procedure for 
creating a string stream; all other access to the stream is via the standard stream 
operations. The package makes use of the operating systeln's "fast streams" 
mechanism, so it is relatively efficient when dealing with long strings. 

CreateStringStream(string, InaxLength [OJ, firstChar [lJ, zone [sysZonel) = ss 
Creates and returns a string stream reading or writing the specified BCPL string. 
If maxLength is zero (the default), assumes that an existing string has been 
supplied (presumably for reading); if nonzero, assumes only that a block of 
storage capable of holding a string of maxLength characters has been provided. 
firstChar is the index of the first character to be read or written (remember 
that the first character of a BCPL string is numbered 1, not 0). By appropriate 
setting of maxLength and firstChar one may read partial substrings or append to 
existing strings. rrhe stream structure is allocated from the specified zone. 

Gets( ss ), Pu ts( ss, c) 
Reads or writes the next character in the string. If the end of the string is 
exceeded (either its existing length or maxLength), Errors(ss, ecEof) is called 
(ecEof :: 1302). 

Endofs(ss) = true or false 
Returns true if the next Gets or Puts would call Errors. 

C~s~~~ . 
If any Puts operations have been executed, updates the string's length to be the 
current position (i.e., the index of the last character read or written). Then 
destroys the stream by returning it to the zone from which it was allocated. 
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An additional module StringOEP.br is provided. It declares the Overlay Entry Points 
(OEPs) for the StringStreams module, which need be done only if the module is 
loaded as part of an overlay. Consult the author for further information. 

2. String Utilities 

The "utilities" module (file StringUtil.br) requires that the ByteBlt package (file 
AltoByteBlt.br8 also be loaded. All strings created by these procedures are allocated 
frool a zone default sysZone), so the caller should return them by calling Free when 
done wi th them. 

ExtractSubstring(string, first [1], last [string»String.length], zone [sysZone]) :: 
newString 
Extracts the "first" through "last" characters of the supplied string and returns 
the result as a new string. The defaults are such that the entire source string 
is copied, thereby providing a convenient way to create copies of strings. 

ConcatenateStrings(sl, s2. free1 [falseJ, free2 [false], zone [sysZone]) = newString 
Returns the result of concatenatIng strings sl and s2. Then trees sl if freel is 
true and s2 if free2 is true. This facilitates writing embedded string expressions 
whose result is a single string. with all intermediate strings discarded. - (All 
strings must belong to the same zone.) 

CopyS tring( dest, source) 
Simply copies the source string into the block pointed to by dest, which had 
better be big enough. This procedure does not allocate new storage. 

Strin

8
COmpare(Sl, s2, firstl [11, last1 [sl»String.length]. first2 [1], last2 

s2> >String.length]) = resuTt 
ompares the first 1 through lastl characters of string sl with the first2 through 

last2 characters of s2. Returns a code describing the outcome: 

-2 sl is an initial substring of s2. 
-1 sl is "less than" s2 but not an initial substring. 
o sl is "equal to" s2. 
1 sl is "greater than" s2. 

Lower-case letters collate with their upper-case equivalents. The arguments 
beyond s2 are optional and default to the entire respective strings. 

3. Revision History 

May 24, 1977 

First release. 

July 8, 1977 

Optional zone argument added to ExtractSubstring and ConcatenateStrings. 
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The Template Packa~e contains a single procedure, PutTemplate, which formats output 
to a stream accordlng to a template provided as a string. This software serves 
essentially the same purpose as the existing Format Package, but is implemented 
much more efficiently (it contains one-third as much code, requires one-fifth as 
much stack space, and runs over ten times as fast as Format). rl1he major difference 
from Format is that Put'femplate outputs to a stream rather than to a string 
(though of course one could obtain the same effect by outputting to a string 
stream). The template syntax is also different, and PutTemplate omits a few 
miscellaneous capabilities such as hexadecimal output. A Nova version of this 
package is available. 

PutTemplate(stream, template, parI, par2, ''', parN) 
Writes the "template" (a BCPL string) to stream". Within the template may 
appear zero or more escape sequences of the form: 

$ modifiers command 

For each of these, the next parameter (starting at "parI") is substituted, with 
conversion as specified by the escape sequence. . 

An escape sequence consists of a dollar sign, followed by an optional modifier 
sequence, followed by a one- or two-letter command (upper and lower case are 
equivalent). There should not be any spaces or other extraneous characters 
within the escape se9...uence. A dollar sign may be included literally in the 
template by writing "$!l>". 

The defined esca:Qe sequences are as follows. 
modifier sequence (to be explained shortly). 

"fI" stands for the optional 

$S 

$US 

$C 

$IID 

$#0 

$IIB 

$P 

Treat the parameter as a BCPL string. 

Treat the parameter as an unpacked string. This is a vector 
consisting of a character count in the first word followed by that 
numbm' of characters right-justified in succeeding words. 

Treat the parameter as a single right-justified character. 

Output the parameter as a decimal integer. 

Output the parameter as an octal integer. 

Ou tpu t the parame ter as a· binary integer. 

Treat the parameter as a procedure, passing it the stream and 
the next parameter as arguments (hence a $P uses up two of 
Put'remplate's parameters). 

In the case of numeric output commands (namely $D, $0, and $B), a modifier 
sequence may be included between the dOllar sign and the command. These 
modifiers further control the interpretation and formatting of the output. 

One kind of modifier is a decimal number (of one or more digits). If present, 
it specifies the minimuIll field width to be used in outputting the number. If 
the number contains fewer digits than specified for the field width, then leading 
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fiIl characters (normally spaces; see below) are supplied. However, if the number 
contains more aigits than will fit in the field, the width specification is ignored 

. and as many digits as necessary are printed. The default field width is one. 

Other modifiers consist of single letters and are as follows: 

U Treat the parameter as an unsigned rather than a signed inte&er. 
(Generally one should invoke this modifier when outputtIng 
numbers in octal or binary.) 

E Treat the parameter as a double-precision (32-bit) integer 
(mnemonic "Extended"). In this case, the argument is a pointer 
to a two-word vector containing the integer to be printed, with 
the high-order 16 bits in the first word and the low-order 16 
hits in the second. Double-precision numbers may be treated as 
ei ther signed or unsigned. 

Fx Use the character "x" for leading fill, when necessary, rather than 
space. 

For example, the escape sequence "$12UEFOQ" will output an unsigned, double­
precision octal number, right-justified in a 12-digit field, with leading zeroes 
printed as zeroes rather than spaces. 

PutTemplate will call SysErr if it encounters an escape sequence it doesn't 
understand or if there aren't enough parameters to fill all the escape sequences 
in the template. PutTelnplate can handle a nlaxinlum of 20 paranleters. 
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There now exist a pair of packages which provide the following useful facilities for 
Al to programs: 

The "timer" package, which provides (the illusion of) a continuously 
running timer with a grain of 1 millisecona and a width of 32 bits, thus 
a period of about a month, and (the illusion of) a time-of-day clock with 
a grain of 1 second and a width of 32 bits, origined at 1901 and good 
through about 2050. These routines are now available in the operating 
system itself. See the Operating System Reference Manual. 

The "daytime" package, which provides for converting time-of-day 
readings to and from human-readable form. 

'rhe chief value of the timer package is that it continues to function properly 
without losing time even if the Alto is booted, provided that page 1 is not clobbered 
and that the Alto does not remain non compos mentis for longer than the period of 
the hardware clock (about 20 minutes). Even in this case, timing will resume 
properly if one obtains the correct time of day from some other source and informs 
the timer package thereof; of course, the accuracy of timings spanning such an event 
is dependent on the accuracy of the new time. 

1. Daytime 

The daytime package is written in Bcpl. It is found in CTIME.BR. It defines 7 
procedures (UNPACKDT, PACKDT, WRITEUDT, CONVUDrr, FINDMONTH, 
r"IONTHNAME, WEEKDAY). It requires the timer package. rrhe procedures do the 
following: 

UNPACKDT(dv, uv) - dv!O and dv!1 contain a time-of-day. (If dv=O, 
uses the current time from DAYTIME.) Unpacks this into uv!O through 
uv!6 as follows: 

uv!O - actual year (e.g. 1974) 
uv!1 - month (January=O) 
uv!2 - day of month (first day=1) 
uv!3 - hour of day (midnight=O) 
uv!4 - minute 
uv!5 - second 
uv!6 true if daylight saving time in effect 

PACKDT(uv, dv, dstflag) - performs the inverse of UNPACKDT. 
Returns 0 if successful; otherwise, returns 1 +j, where uV!j was illegal (e.g. 
returns 2 if the month was invalid). If dstflag is not supplied or false, 
assumes uv is the result of converting a string, and uses daylight saving 
time if appropriate to the date in uv (ignoring uv!6); if dstflag is true, 
uses uv!6 to decide whether daylight saving time is in effect. 

WRITEUDT(strm, uv) - takes an unpacked time-of-day (inuv!O 
through uv!6) and writes it on the stream strm in the form 29-DEC-
74 18:39:47. If uv=O, uses the current time from DAYTIME. Does not 
perform any of the error checks of P ACKDT, so will produce garbage if 
given garbage. 
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CONVUDT(strg, uv) - performs the same conversion as WRITEUDT, 
but deposits the result In the string strg. Returns strg as its value. 

FINDMONTH(strg) - tries to interpret the string strg as the name 
of a month. If successful, returns the month number (0 through 11); if 
unsuccessful. returns -1. Strg must be at least 3 characters long, and 
must be the prefix of some month name, ignoring upper/lower case 
distinctions. 

MONTHNAME(mo) - returns a string which is the name of month 
mo (0 through 11), e.g. "December". The user should not write into this 
string. 

WEEKDAY( dv) - returns the day of the week of dv (Monday=O, 
Sunday=6). 

2. Timer 

127 

The timer package is written in assembly language. It is found in TIMER.BR. It 
defines 3 procedures (TIMER. SETDAyrrIME, DAYTIME) and does not require any 
external procedures. It does use 6 locations in page 1, currently 572 through 577, 
which are permanently reserved for it. The procedures perform the following 
functions. 

TIMER(tv) - reads the millisecond tiIner into tv!O and tv!1. Returns 
tv!1 as its value. This function is available as part of the Alto operating 
system. 

SETDAYTIME(dv) - declares the current time-of-day to be the time­
of-day in dv!O and dv!1. (This value might have been constructed using 
the PACKDT procedure in the daytime package. It is not reasonable to 
compute time-of-day values by hand.) This function is available as part of 
the Alto operating system. 

DAYTIME(dv) - reads the current time-of-day into dv!O and dv!1. 
Returns dv as its value. This function is available as part of the Alto 
operating system. 

2.1. UPDATErrIMER 

The timer package uses an auxiliary procedure UPDATETIMERO, found in 
UPDATETI11ER.BR, to move timing information from the hardware clock into 
software variables. Since this procedure must be called at least once a second Con 
the average) for the timer package to function properly, the operating system calls 
UPDATETIMERO on every display field interrupt. The timer package also calls 
UPDATETIMER under some exceptional circumstances (turning the interrupt system 
off during the call), so UPDATETIMER Inust be loaded to use TIMER. User 
programs should not call UPDATETIMER at all. 

O.S. maintainers note: the page 1 pointers in UPDATETIMER.A must agree with 
those in TIMER.A, otherwise there will be chaos. 
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This package contains a small set of trivial procedures for setting, testing, and 
blocking on timers. It exists as a separate package so as to isolate its Alto­
dependent implementation in one place (an exactly compatible version for the Nova 
is also available). For example, calls to this timer package are scattered throughout 
a rather large body of new Alto Pup software which is intended to run without 
change on the Nova as well. The package is written in assembly language and 
con tains only 33 words of code. 

A "Timer", as used in this package, is a single word whose address is passed to the 
procedures in this package and used as a temporary variable by those procedures. 
rrhe actual manner in which this word is used is not of interest to callers. 

The unit of time is 10 milliseconds (again, for compatibility with the Nova). Since 
the Alto clock used in this package lmemory location 11430) has an period of 39 
milliseconds, intervals passed to these procedures must be converted to Alto clock 
units. Fractions of an Alto tick are rounded up, with the effect that the actual 
elapsed time will be at least as great as that specified, possibly as much as 39 
milliseconds greater. These procedures are not intended for use in making precise 
measurements or maintaining clocks, but rather for controlling asynchronous 
operations such as Pup timeouts and retransmissions. 

lni tializeTimerO 
Initializes the timer package. It should be called once at the beginning of a 
program that uses the other routines in this package. In the Alto version, 
InitializeTimer is a complete no-op, and is included only for compatibility with 
the Nova version in which some initialization is actually required. 

SetTiIner(1vTimer ,Del ta) 
Sets the timer word pointed to by IvTimer so that it will expire at the current 
time plus Delta (in units of 10 milliseconds). Delta must be less than 2t15 (a 
Ii t tIe over 5 minutes). 

TimerHasExpired(lvTimer) = true or false 
Returns true if the timer pointed to by IvTimer has expired (Le .• the interval 
Delta specified in the last SetTimer has elapsed). 

Dismiss(Del ta) 
Blocks (i.e., suspends execution) until the interval Delta has elapsed (Delta is 
specified in units of 10 milliseconds and must be less than 2t15). Blocking is 
accomplished by calling the external procedure BlockO, which is defined in the 
BCPL Context Package and causes control to pass to other processes. If the 
Context Package is not being used, it suffices to define an external procedure 
BlockO which just returns immediately. The effect of Disnliss(Delta) is 
approximately equivalent to the following BCPL code, but implemented somewhat 
more efficiently: 

let Timer=nil 
SetTimer(lv Timer,Delta) 
until' TimerHasExpired(lv Timer) do BlockO 
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Bcpll Asm procedure tracing package 

This package 'makes it possible to trace Bcpl and Asm procedures on the Alto, similar 
to the TRACE facility available in Interlisp. The package normally uses Taft's 
Template (formatted output) package, but is usable without it. 

To start tracing calls and returns of procedure proc, call 
Trace(proc, str). 

where str, as descnbed below, specifies the format of the output which - Trace 
produces. To stop tracing proc, call 

UnTrace(proc ). 
If you want to trace a procedure but produce all the output yourself, you can call 

ProcTrace(proc, tproc) 
which turns on tracing of proc, but instead of using the second argument as an 
output template, causes tproc to be called just before proc is entered and just after 
proc returns. 'I'he call when proc is entered is of the form 

tproc(proc, Iv argO, n, 0) 
where n is the number of arguments and argO is the first argument; when proc 
returns, the call is 

tproc(proc, Iv argO, n, Iv val) 
where val is the value returned. (Note that tproc may alter the argtlments or the 
return value if it wishes.) Proc may be any Bcpl procedure (including the 
procedures in the Trace package or the PutTemplate procedure), or any assembly 
language procedure that begins with the same 4 instructions as a standard BCPL 
procedure, i.e. 

STA 3,1,2 
JSR @370 
frame size 
JSR @367 

All output produced by tracing goes to the stream 
TraceStream 

or to the system display stream dsp if TraceStream is zero. If you set the static 
TraceLines 

to a non-zero value, the tracing routines will pause after, every TraceLines lines of 
output, as follows: 

print 3 *'s, 
wait for a character to be typed, 
print 2 more *'s, 

and then proceed. Other output to the same stream (e.g. from the program being 
traced) will not be counted in the line count, since the tracing routines have no way 
to intercept it, but the package constructs a stream 

TraceOuts 
to which you can do Puts and which does the line counting. 

The output produced for a F],'race'd procedure consists essentially of the arguments 
when the procedure is entered, and the value when the procedure returns. Output is 
indented 2N lllod 16 spaces, where N is the depth of nesting in traced procedures, 
siInilar to the Interlisp convention. (The procedure 

TraceI nden t( stream) 
writes the appropriate number of spaces on a stream, e.g. TraceOuts.) The format of 
the output is determined by the str argument to Trace. There are 4 cases: 

1) Str=O, or str omitted, e.g. Trace(foo). In this case, the message on entry is 
Iocfoo: 
argl arg2 ... argn 

where locfoo I is the octal location of the first instruction of foo, and the arguments 
are printed in octal (by Wos). The return message is 
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locfoo returns val 
where val is the value returned, also in octal. 

2) Str contains neither $; nor $:, e.g. Trace(foo, "Foo"). The messages are the same, 
except that the string Foo appears in place of the location locfoo. 

3) Str contains a $;, e.g. Trace(foo,· "foo: al=$D;foo = $0"). In this case, the portion 
or str before the $; is used as the template given to PutTemplate for printing the 
arguments, and the portion after the $; is used for printing the value. If there are 
more arguments than $ fields, the extra arguments are printed with Wos; if there 
are fewer, printing stops after the last $ field for which an argument was supplied. 
This produces pleasing output for procedures which take a variable number of 
arguments. 

4) Str contains no $;, but does contain a $:, e.g. Trace(foo, "FOO: A1:::$D")' This is 
equivalent to Trace(foo, "FOO: Al=$D;FOO returns $6UO"), i.e. the string up to the $: 
is taken as the procedure name and the word "returns" and an octal format are 
supplied. 

Of the 4 options, 1 and 2 do not require the presence of the Template package; 3 
and 4 do require Template if str contains any $ fields. In the latter case, if the 
Template package is not loaded, all values will be printed with Wos. Use of 
ProcTrace does not require the Template package, unless, of course, the user's own 
trace-print procedures use Template. . 

Note that Trace Can be called from Swat, but only with str omitted or zero. 
ProcTrace and UnTrace can be called freely from Swat. 
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UtiIStr is a collection of BCPL subroutines that do string manipulation, double 
precision arithmetic, and some other things. 

It should be noted that these routines don't have much to do with each other, so if 
you only want to use some of them, feel free to extract or copy from the source 
code. UtilStr uses definitions from the file UtilStr.d. If you use UtilStr in some 
program, you will probably want to do a "get" on this file. UtilStr only uses 
routines from the O.S. 

There are three sections to this document. The rest of this Introduction will give 
the various notational and naming conventions used in the other two. Section II, 
"Descriptions of Subroutines", gives the calling sequences and a brief description of 
each routine. Section III, "List of Subroutines", just lists all the calling sequences. 
It is meant to be used for quick reference purposes. 

Here are some notational conventions for what follows: Arguments enclosed in square 
brackets are optional. If an optional argument is followed by a slash, then whatever 
follows the slash is the default value for that argument. If there is no slash, then 
there is no default value. Whatever follows "_)" is an indication of the return 
value of the routine (if any). str»SL rneans the length of a string. 

Here is a list of conventions for argument names. In general, the "type" of an 
argument is indicated by its name. 

value -- a value is always associated with a radix which 
specifies the value's type 

radix -- one of the following constants 
(manifests are defined in the file UtilStr.d): 
2 -- binary integer 
8 -- octal integer 
10 -- decimal integer 
16 -- hexadecimal integer 
radixString (0) -- a BCPL string 
radixFileN arne ~-3) -- a BCPL string for a legal file name 
radixCharCode -1) -- an ASCII character code 
radixSwitch (-2 -- something that is either true or false 

num -- a signed integer 
str -- a BCPL string, e.g., let str = vec IString, "literal string" 
char -- an ASCII character code, i.e., 0 Ie char Ie 11377 
sw -- a switch, i.e., sw eq true % sw eq false 
index -- a character position in a string 
dbl -- a double precision integer, e.g., let dbl = vec 1 
MI, PI -- minus 1 and plus 1 respectively 
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II. Descriptions of Subroutines 

/ / String manipulation 

ValueToString (value, destinationStr, [radix/10]) -) destinationStr 

132 

Convert value to a string according to the radix and put that string in 
destinationStr. 

StringToValue (sourceStr, [radix/10, [resultValue] J) -) value 

Convert sourceStr to a value according to the radix. Put the value into 
resultValue if and only if radix specifies a multiword type thing. 

CopyString (sourceStr, destinationStr) -) destinationStr 

Copy sourceStr into destinationStr. 

AppendChar (char, destinationStr) -) destinationStr 

Append char onto destinationStr. 

AppendString (sourceStr, destinationStr) -) destinationStr 

Append sourceStr onto destinationStr. 

AppendNum (value, destinationStr, [radix/10]) -) destinationStr 

Convert value into a string according to radix and append it onto 
destinationStr. 

MakeString (destinationStr, radix,value, [radix,value, ... ]) 
-) destinationStr 

Make up a string in destinationStr. Convert each of the values into a string 
according to its paired radix and concatenate the strings. 

ImbedChar (char, destin a tionStr, [index/ destina tionStr) )SL+ 1]) 
-) destinationStr 

Imbed (insert) char in destinationStr at the position specified by index. 

ExtractString (sStr, dStr, beginIndexMl, [endIndexPl/sStr»SL+l]) 
-) dStr 

Make a string in dStr from the characters in sStr from beginlndexMl to 
endlndexPl exclusive. 

SearchChar (searchStr, for Char, [beginIndexMl/O]) -) index/O 

Search searchStr for for Char beginning at character position beginlndexMl + l. 
If found, return the index, otherwise return O. 

SearchString (searchStr, forStr, [beginIndexMl/O, [capSw/false] ] 
-) indexlO 

Search searchStr for forStr beginning at character- position beginlndexM1 + l. 
If found, return the index, otherwise return O. If capSw, ignore capitalization. 

StringEqual (str1, str2, r capSw/false]) -) true/false 



UTILSTR 

For Xerox Internal Use Only :-- October 16, 1977 

March 4, 1977 

Decide whether or not strl eq str2. If capSw, ignore capitalization. 

/ / Miscellaneous 

Sc (numl, nurn2) -) -1/0/1 
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You may not know it, but (exp relation exp) doesn't work correctly if the two 
expressions differ by more that 2**15. This routine works correctly for all 
values of numl and num2. The results are the same as with Usc, i.e., -1 if 
numl Is num2, 0 if 'numl eq num2, and 1 if numl gr num2. 

Abs (num) -) nurn 

= (num Is 0 ? -num, num) 

Max (num1, num2) -) num 

= ( Sc (numl, num2) ge 0 ? numI, num2 ) 

Min (numl, num2) -) num 

= ( Sc (numl, num2) Ie 0 ? numl, num2 ) 

f'Ainr/Iax (minNum, num, maxNum) -) num 

= Min (maxNum, Max (minNum, num)) 

InBounds (minNum, num, maxNum) -) true/false 

= Sc (minNum, num) Ie 0 & Sc (num, maxNum) Ie 0 

IntDivide, (dividend, divisor) -) num 

= (dividend + divisor - I) / divisor 

ZoneLeft (zone) -) available memory size 

Return the size of the largest buffer left in zone. 

WriteForm (stream, radix,value, [radix,value, ... J) 
Convert each value to a string according to its paired radix and write it to 
stream. 

/ / DOli ble precision arithmetic 

DblMul (multiplicand I, multiplicand2, dblResult) -) dblResult!1 

dbIResult f- multiplicand I * multiplicand2 

DblDiv (dbIDividend, divisor, dblHesult) -) dblResult!l 

dblResult <- dblDividend / divisor 

DblAdd (dbIAddendl, dbiAddend2, dblResult) -) dblResult!1 

dblResult f- dblAddendl + dbiAddend2 

DblSub (dbiMinuend, dblSubtrahend, dblResult) -) dbiResult!1 
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dblResult +- dblMinuend - dblSubtrahend 

DblSingAdd (dbIAddend, addend, dblResult) -) dblResult!1 

dblResult +- dblAddend + addend 

DblMulAdd (multiplicandl, multiplicand2, addend, dblResult) 
-) dblResult!l 

dblResult +- (multiplicand1 * rnultiplicand2) + addend 

DblMulDiv (multiplicand 1, multiplicand2, divisor, [dbIResult]) 
-) dblResultf1 
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dbl f- (multiplicand 1 * multiplicand2) / divisor; if numargs eq 4, dblResult +­
dbl 
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III. List of Subroutines 

/ / String manipulation 

ValueToString (value, destinationStr, [radix/10]) -) destinationStr 
StringToValue (sourceStr, [radix/10, fresultValUC] ]) -) value 
CopyString (sourceStr, destino.tionStr -) destinationStr 
AppendChar (char, destinationStr) -) destinationStr 
AppendString (sourceStr, destinationStr1 -) dcstinutionStr 
AppendNum (value, destinutionStr, rraaix/10]) -) destinationStr 
MakeString (aestinationStr, radix,vafue, [radix,value, ... J) 

-) destinationStr 
ImbedChar (char, destinationStr, [index/destinationStr»SL+l]) 

-) destinationStr 
ExtractString (sStr, dStr, beginlndexMl, [endlndexP1/sStr»SL+l]) 

-) destinatlOnStr 
Search Char (searchStr, forChar, [beginlndexMl/O]) -) index/O 
SearchString (searchStr, forStr, [bcginlndexMl/O, [capSw/false] ] 

-) index/O 
StringEqual (str1, str2, [capSw/false]) -) true/false 

/ / Miscellaneous 

Sc (numl, num2) -) -1/0/1 
Abs ~num) -) num 
Max numl, num2) -> num 
Min Huml, num2) -> num 
Minrv ax (minNum, num, maxNum) -) num 
InBounds bminNum, num, maxNum) -> true/false 

. IntDivide dividend, divisor) -) num 
ZoneLeft zone) -) available memory size 
WriteForm (stream, radix,value, [radix,value, ... J) 

/ / Double precision arithmetic 

DblMul (multiplicand1, multiplicand2, dblResult) -) dblResult!1 
DblDiv (dblDividend, divisor, dblRcsult 1 -) dbll{esult!1 . 
DblAdd {dbIAddendl, dblAddend2, dblResult) -) dblResult!1 
DblSub (dbIMinuend, dblSubtrahend, dblResult) -) dblResult!l 
DblSingAdd (dblAddend, addend, dblResult) -) dblResult!l 
DblIvlulAdd (multiplicand 1, multiplicand2, addend, dblResult) 

-) d blResul t! 1 
DblMulDiv (multiplicandl, multiplicand2, divisor, [dblResultJ) 

- ) d blResult! 1 
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VMEM, a virtual memory package for the Alto 

***** Note: there has been a change in the division of VMEM procedures 
among the .BR files. See the last section of this writeup for details. ***** 

The VMEM package provides a virtual memory facility for Alto programs. 
The virtual address space is 21"24 words; the page size is 2t8 (256, 400b) words. 

The package USeS several data structures for which you (the user) must 
supply storage, as follows: . 

1) A hash map, whose size is 2P+1 words, where P is the largest number of 
256-word paging buffers you will ever have allocated at one time, rounded up to a 
power of 2 l e.g. if you have 20K for paging buffers, this is 80 buffers, so P::128). 

2) An optional logging area, located just below the hash map. If desired, 
VMEM will make an entry in this area each time you make a reference to a virtual 
address, and call a procedure when the area fills up. 

3) A buffer pointer table of 256 words. 
4) Paging buffers, as many as you want, located anywhere in core (not 

necessarily contiguous). Each group of buffers is truncated if necessary so that it 
starts at an address which is a multiple of the page size (400b) and is a multiple 
of the page size long. 

5) A locked cell list of 2N+2 words, where N is the largest number of cells 
you will ever want to use as locks (see below). 

VMEM is designed to use special microcode loaded into the Alto 
microinstruction RAM, although it will run properly without such microcode. 
Unfortunately, there is no straightforward procedure for getting the relevant 
microcode into the RAM and getting it properly hooked up to the Nova emulator, if 
it is to share the RAM with any other special microcode. People wishing to use the 
RAM with V~t1EM should be prepared to include the microcode source in their own 
microprograms. 

1. Initialization 

vmemRam8 
VmemSoft 

Before calling InitializeVmem, you must call one of these two procedures to 
tell VMEM whether or not you are using the RAM. After calling InitializeVmem, 
you may call either of these procedures at any time if you want. 

InitializeVrnem(HMAP, HMAPSIZE, BPTAB, LCL, LLCL, MSBASE, MSPROC[, 
NBPROC]) 

HMAP is the address of the hash map; HMAPSIZE is 2P (256 in the 
example of 80 buffers.) (VMEM will clear the hash map.) BPTAB is the address of 
the buffer pointer tabre. LCL is the address of the locked cell list, and LLCL is its 
length. MSBASE is the base of the logging area (below HMAP), or 0 if no log~ing 
is desired. J\1SPROC is the procedure to call when the logging area fills up lsee 
below). NBPROC is an optional procedure to call when VMEM cannot find enough 
unlocked buffers to handle a page fault or a SnarfBuffer call (see below): VMEM 
will call NBPROC and then try again, indefinitely. If NBPROC is not supplied, 
VMEIVl will call Swat instead. 

AddBuffers(FIRST, LAST) 
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In order for VMEM to function, you lnust give it space for page buffers 
with AddBuffers. FIRST and LASrr are the bounds of a core area to be used for 
this purpose. FIRST will be rounded up to the next multiple of the page size if 
necessary, and LAST+l rounded down; thus AddBuffers(7700b, l0077b) followed by 
AddBuffers(lOlOOb, 10377b) will NOT result in the space from 1000Qb through 
10377b being made into a page buffer. 

2. Mapping functions 

A 24-bit address: 

$-+-+-+-+-+-+-+-$-+-+-+-+-+-+-+-$-+-+-+-+-+-+-+-$ 
I high part I low part 
$-+-+-+-+-+-+-+-$-+-+-+-+-+-+-+-$-+-+-+-+-+-+-+-$ 
I virtual page part I word part 
$-+-+-+-+-+-+-+-$-+-+-+-+-+-+-+-$-+-+-+-+-+-+-+-$ 

"The virtual address (HI, LO)" means a virtual address whose high part is bits 8-15 
of HI (bits 0-7 being zero) and whose low part is LO. 

For implementation reasons, virtual pages -8 through -1 are not legal. If 
you try to read from page -1, you will get back unspecified data. If you try to 
read from pages -8 through -2, or write in any of these pages, VMEM will call 
Swat. 

All of the mapping functions described in this section are declared global 
(page zero), so you must declare them external with @-sign. 

VRR2(HI, LO) 

Returns a core address corresponding to the virtual address (HI, LO), having 
read the page into a buffer if necessary. 

VWR2(HI, LO) 

Same as VRR2, but assumes you are about to write into the page, so marles 
it as needing to be rewritten onto the disk. 

VRR1(LO) 

Same as VRR2(O, LO). If you only have a 21'16-word virtual space,. you 
can save a small amount of code by using VRR 1 instead of VRR2. 

VWRl(LO) 

Same as VWR2(O, LO). 

VRR(PTR) 

Same as VRR2(PTR!0, PTR!l). Useful if you are carrying around addresses 
in vectors, as Lisp does. 

VWR(PTR) 

Same as VWR2(PTR!O, PTR!l). 

VRRP(VP) 
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Same as VRR2[VP RSHIFT 8, VP LSHIFT 8), i.e. converts a virtual address 
whose virtual page number is VP and whose word part is zero. Useful if you are 
only using the virtual memory package to manage buffers, and doing your own data 
scanning. 

VWRP(VP) 

Same as VWR2(VP RSHIFT 8, VP LSHIFT 8). 

3. Statistics 

MSPROC(ARG, NL VP]) [MSPROC from InitializeVmem] 

If N<O, ARG is a core page number (i.e. a core address divided by 400b), 
and the type of event depends on N as follows: 

N=-l: page ARG is being freed because it is needed for some other purpose 
than holding its current page of data. VP is the virtual address currently in the 
page. 

N=-2: page ARG, formerly not available to VME~l, has now become available 
(through Add Buffers or UnsnarfBuffer). . 

N=-3: page ARG, formerly available to VMEM, has now become unavailable 
(through SnarfBuffer). 

If N>=O, ARG is the MSBASE argument to InitializeVmem or InitSoftVmem, 
and N words (N/2 entries) starting at ARG contain 2-word entries representing calls 
on the address mapping {unctions. Each entry consists of a 24-bit virtual address 
with the top 8 bits unused: no distinction is currently made between reads and 
writes. If you are not using the RA!v1, VMEM will start reusing the area starting 
at MSBASE; however, if you are using the RAM:, VMEM cannot determine the correct 
value of N (and will call MSPROC with N=O), so MSPROC must return this value 
and reset the R or S register itself. 

4. Other facilities 

REHASHMAP(VP) 

Looks up the virtual address VP*400b in the hash map, returning 0 if 
present, or the address of an appropriate empty slot in the hash IHap if not present. 
Used by the page fault routine to reconstruct the hash map, but also useful for 
determining quickly whether a page is in core. 

VirtualPage(CP AGE) 

Returns the virtual page currently occupying core page CPAGE. Returns-2 
if CPAGE is currently empty. or -3 if CPAGE is unavailable to VMEM. If CPAGE 
is not in the range 0 to 377b inclusive, returns garbage. 

SnarfBuffer(BUFPTRL NBUFS, ALIGN]) 

BUFPTR must be the address of a buffer (i.e. a multiple of the page size) 
within the scope of some previous call to AddBuffers, or 0 meaning any buffer(s) 
will do and SnarfBuffer should find it (them). The effect of SnarfBuffer is to 
remove NBUFS (default is 1) buffers starting with that buffer fronl use by VMEM. 
A typical application of SnarfBuffer is to acquire space for display data or Ethernet 
buffers. 

If BUFPTR is non-zero and some buffer in the specified range is locked 
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(see below), SnarfBuffer returns 0; normally SnarfBuffer returns the address of the 
buffer. 

If you need a group of buffers aligned as described under PageGroupAlign 
below, you may also supply an ALIGN argument, which works the same way as the 
value returned by PageGroupAlign. 

U nsnarfBuff er(BUFPTR) 

Reverses the action of SnarfBuffer. If you acquired a range of buffers, you 
must return them one at a time with UnsnarfBuffer. 

LockCell(LVLOCK, PROC) 

Declares that the cell whose address is LVLOCK holds a core address which 
must remain valid across page faults, i.e. the buffer in which it lies must not be re­
used. Note that the extra level of indirection means that your program can store 
into the lock cell freely. As a consequence, if you store sonle arbitrary bit pattern 
into a lock cell, it will function as a lock if it happens to constitute an address 
within some buffer. 

When the virtual memory system wants to change the contents of a buffer, 
it goes through the lock list and calls PROC(LVLOCJ(, NEWADDR, false) for each 
lock cell which contains a pointer into the buffer, where NEVvADDR is the proposed 
new core address for the page (if it is just being moved around in core, e.g. to make 
room for a page group) or 0 (if it is being written out). If any PROC returns 
false, the system will refrain from the proposed action. [f all PR6Cs return true, 
the system calls PROC(LVLOCK, NEVl ADDR, true) for each appropriate lock cell, and 
updates the contents at the lock cell (zeroing it if the page is being written out) in 
the process. Note that in the latter case, the lock cell will NOT be restored 
automatically if the page is read back in at some future time. 

The number of different lock cells is limited to the parameter LLCL 
supplied to InitializeVmem, divided by 2, minus 1. If the lock list is full, LockCell 
calls Swat. 

The system provides the procedures LockOnly, LockReloc, and LockZero, 
described below, simply because they are useful default actions: the user may provide 
an arbitrary procedure for PROC. 

LockOnly(LVLOCK, NE'VADDR, FLAG) 

If the PROC parameter of LockCell is LockOnly, the system will not move 
or write the page. 

LockReloc(LVLOCK, NEWADDR, FLAG) 

If the PROC parameter of LockCell is LockReloc, the system may move the 
page in core (updating the lock cells), but will not write it out. 

LockZero(LVLOCK, NEWADDR, FLAG) 

If the PROC parameter of LockCell is LockZero, the system may move or 
write the page whenever necessary, zeroing the lock cell in the latter case. 

UnlockCell(LVLOCK) 

Undoes the action of LockCell. Returns true if LVLOCK was actually in 
the lock cell list, or false if it was not. 
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IsLocked(PTR, FLAG) 

If PTR is a pointer into a locked buffer, returns true, otherwise returns 
false. If FLAG=true, IsLocked returns true even if there are locked pointers into the 
same buffer as P1'R, provided that the relocation procedures are willing to have the 
buffer swapped out; if FLAG=false or FLAG is absent, IsLocked only returns true if 
there are no locked pointers to the buffer whatever. 

Note that if the page addressed by PTR itself is not locked, IsLocked will 
return false even if there exist locked pointers to other pages in a page group which 
PTR points in to. 

FlushBuffers() 

Rewrites all dirty pages from buffers onto the disk, including locked pages, 
and generally tidies things up in preparation for quitting. (It is OK to go on using 
the virtual memory after this, you just have to do another FlushBuffers before 
quitting eventually.) 

5. User routines 

The VMEM package does not assume any particular correspondence between 
virtual addresses and disk pages, or indeed that you are using the disk at all: for 
example, you can use the Ethernet for paging if this suits your fancy, or store the 
data in some compressed form on the disk. Consequently, you must supply a number 
of routines to establish the correspondence between virtual page addresses and stored 
data. 

Clean upLocks() 

This routine is called on every page fault, and at other times when VMEM 
needs to know that the contents of the lock cells are correct. Normally, 
CleanupLocks need not do anything; however, if you have pointers in microcode 
registers or other non-standard places which point into page buffers, CleanupLocks 
should copy them in to lock cells known to VMEM. 

PageType(VPAGE, WFLAG) 

This routine is called on a page fault to determine if a page has never 
been referenced, already exists, or is invalid. VPAGE is a virtual page number (the 
high 16 bits of a 24-bit address); WFLAG is true if the fault was from a write 
reference, false if from a read reference. PageType must return 1 if the page is an 
existing page, or -1 if a new page. If VPAGE is invalid, PageType can do whatever 
it wants, but it should not return. . 

PageGroupBase(VP AGE) 
PageGroupSize(VP AGE) 

These routines are for applications where it is necessary to cause a group 
of pages, rather than a single page, to always be transferred into and possibly out of 
core at the same time and to occupy consecutive page buffers. PageGroupBase must 
return the virtual page number of the first page in the group; PageGroupSize must 
return the size of the group. If you are not using page groups, Page Group Base 
should return its argument, and PageGroupSize should return 1. . 

VMEM distinguishes between read groups, in which individual pages may be 
rewritten if they become dirty, and write groups, in which the entire group must be 
rewritten if any page becomes dirty. For write groups, PageGroupSize must return 
the negative of the size of the group. 
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PageGroupAlign(VP AGE) 

Occasionally it is necessary to align a page or group of pages so that some 
of the bits of the core address are zero; for example, if you want to get the effect 
of lOOOb-word pages, it is necessary to align each group so that the 400b-bit of its 
core address is zero. PagcGroupAlign should return a mask which specifies which of 
the high-order 8 bits of the core address must be zero; in the examJlle, 
PageGroupAlign should return 1. For pages which do not require alignment lthe 
usual case), PageGroupAlign should return O. 

DOPAGEIO(VPAGE, CORE, NPGS, WFLAG) 

This routine must transfer NPGS 256-word pages, starting at virtual page 
VP AGE and core address CORE, to or from the swapping medium, depending on 
WFLAG: false means read, true means write. 

6. Standard use 

The standard use of VMEM is to do SW~Ping on a standard disk file in 
which virtual page N corresponds to file page N+2 page 1 is reserved for use as an 
index, and page 0 is the leader page), using the IS I package (described elsewhere) to 
obtain rapid random access to the file. The following program fragment will 
accomplish this, assuming you are just using 400b-word pages in the most 
straightforward way. 

external 
[ 

] 

external 
[ 

] 

static 

~ 

/ / en tries for VMEM 
CleanupLocks 
Page11ype 
PageGroupSize 
PageGroupBase 
PageGroupAlign 
DOPAGEIO 

/ / links to ISF 
InitFmap 
IndexedPageIO 

MyFmap / / pointer to work area for ISF 

/ / To initialize ISF, set MyFnlap to point to a work area 
/ / of size MyFmapLength, and then call 
/ / InitFmap(MyFmap, MyFmapLength, FilePtr, true) 
/ / where FilePtr is a FP (see the O.S. manual) 
/ / for the paging file. A reasonable value for 
/ / MyFmapLength is 80 -- see the ISF writeup. 

let CleanupLocksO be [ ] 

let PageType( vp) = 1 

let PageGroupSize(vp) = 1 
let PageGroupBase( vp) = vp 
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let PageGroupAlign( vp) = 0 

let DOPAGEIO(yp, core, np, wflag) be 
~ IndexedPageIO(Iv1yFmap, vp+2, core, np, (wflag? -1, 1)) 

7. Packaging 

The Vl\1EM package actually consist.s of several files: . 
VMEM.BR -- the code required to process page faults, plus LockCell and 

UnlockCell 
VMEMAUX.BR - all the other entries to VMEM, except InitializeVmem 
VMEMINI'l'.BR - InitializeVmem 
VMEMA.BH - a small anlOunt of assembly-language code 
VMEMSOFT.BR - a software version of the VMEM microcode 
VMEM.USE - -the program fragment listed above 
VMEM.MU - the VMEr .. 1 microcode. 

You must load VMEM, VMEMAUX, VMEMINI'f, and VMErviA with your program, and 
also VMEMSOFT if (as is normally necessary) you are not using the RAM. In 
addition, you must load the ISF package (files ISF.BR and ISFINIT.BR) if you are 
using Vl\1EM in the standard nlanner d.escribed above. Once you have called 
InitializeVmem, you may throwaway VMEJ'vlINIT; once you have done all your calls 
on Add Buffers, etc., you may throwaway V:ME:rvlAUX. -


