


























































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































Using the Interface Builder development tools available on the NeXT TM, different graphical user interfaces can 
be quickly prototyped and implemented for applications. Figures 3 and 4 illustrate a prototype interface of an 
interactive filtering package for UWGSP3 being developed. Figure 3 shows an example of the window used to 
specify a filter's frequency response. The shape of the frequency response curve may he changed by either typing 
in the desired parameters or by using the mouse to interactively drag one of the control points (identified as a solid 
black dot). In this example, a lowpass filter is shown; but in addition, there are filter w;ndows for highpass, 
bandpass, bandstop, and azimuthal filters. Once a desired filter is designed, the user can apply thefilter to the image 
by performing a 2-D FFT operation on the image, multiplying the filter and image in the frequency domain, 
peforrning a 2-D IFFf operation, and displaying the filtered image in its window. The UWGSP3 C@Jl complete the 
entire process interactively (e.g., taking only a few seconds for a 256 x 256 image). Thus, trying filters with 
different characteristics can be easily supported on UWGSP3 without undue delay to the user. 

I] Low Pass Filter 

X1: �~� Y1:[Q1§J 

X2: [Q1§J Y2: �~� 

Figure 3. Lowpass Filter Specification Window 

Besides allowing interactive filter specification for frequency domain filtering, the package supports image 
loading and frame buffer roaming and zooming (Figure 4). The image load window (on the left) allows any size 
image (up to 2048 x 2048) to be loaded anywhere within the 2048 x 2048 frame buffer. Control buttons are 
provided for standard sized images from 64 x 64 to 2048 x 2048. Another set of control buttons determines which 
channel the image will he loaded into: red, green, blue, or overlay. The frame buffer window is a scaled 
representation of the entire frame buffer area. The rectangular black outline defines the boundaries of the current 
display region. The mouse may be used to move the display to a different portion of the frame buffer by clicking 
and dragging on the display outline. Zoom buttons on the right allow the display to be zoomed by any integer from 
1 to 8. The size of the display outline shrinks to reflect the reduced display region as higher zoom levels are 
employed. The position of previously loaded images are indicated by the shaded rectangles in the frame buffer 
window. The interface development effort has been in progress for several months and is almQSt complete at the 
time of this writing. The programmer attributes the short development time to the use of the Interface Builder tools. 
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Figure 4. Image Load (left) and Virtual Frame Buffer (right) Windows 

Application Areas 
The UWGSP3 board set and software libraries transfonn the NeXT ™ computer into an affordable image 
processing and graphics workstation with processing perfonnance currently available only with much higher cost 
workstations. Furthennore, the UWGSP3 board set is designed to be flexible enough to provide processing in a 
wide range of imaging and graphics applications while most other systems are optimized for specific tasks. 
Described below are a few ofthe application areas ofUWGSP3 in medical imaging, which show mainly the image 
processing and display capabilities of the system; however, 2-D and 3-D graphics tools are also being developed. 

PACS Workstation 

Requirements for a PACSworkstation include the following: 
• High-resolution image display 
• Large image frame buffer and magnetic storage 

• Text display 
• Network to tie together workstations 
• Archival storage 
• Rapid image retrieval and display 
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Together, the UWGSP3 and the NeXT ™ computer provide a solution to each of these requirements. The 1280 
x 1024 display satisfies the condition for high resolution display in most applications (with the possible exception 
of digital radiography where resolutions of up to 2048 x 2048 are needed). In the arena of on-line storage, we have 
16 Mbytes of frame buffer memory available for image storage. In tenns of 8-bit gray-scale images, this is enough 
storage for 16 1k x 1k images, 64512 x 512 images, 256 256 x 256 images, or 1024128 x 128 images. In addition, 
NeXT ™ offers a 660 Mbyte ESDI hard drive which rnay be used for temporary storage of a local image database 
to hold a reasonable number of images downloaded from the central database. Furthennore, the UWGSF3 's 
overlay channel meets the PACS workstation's textual (as well as graphical) annotation needs. As for network 
capabilities, the NeXT ™ features a built-in thin wire Ethernet interface and its operating system supports the 
TCP1IP protocol. This makes the UWGSP3 system suitable for use with other PACS systems, such as the UW 
prototype PACS, which already use Ethernet and TCP/lP Kim et al., 1989]. Finally, the NeXT 'STM leading role 
in using optical disk technology provides UWGSP3 with a high-capacity transportable storage media capable of 
storing 256 Mbytes per disk at a cost of about $0.20 per Mbyte, or the UWGSP3 system can have access to a central 
archival storage unit, e.g., a 5-114" optical disk jukebox at a lower cost per Mbyte. 

One area in which UWGSP3 could use improvement is in the rapid transfer of data from storage to the display. 
Currently, it takes ahout 3 seconds to load a512x 512x 8-bitimage and 38 seconds to load a 2048 x 2048 x 32-bit 
true-color image. However, we are currently evaluating the feasibility of incorporating a parallel transfer disk to 
improve the NeXT'sTM disk perfonnance. Furthermore, we are studying a hardware modification to allow 
UWGSP3 to operate closer to the NextBus' 100 Mbytes second peak transfer rate. 

Another benefit of UWGSP3 is derived directly from the NeXT ™ host system. O'Malley [1989] advocates an 
iterative approach to PACS workstation development that involves a cycle of prototype evaluation and revision. 
The NeXT 'STM Interface Builder tool and its use of the Objective-C object-oriented programming language, 
provide the rapid prototyping ability needed for this type of development paradigm. 

Electronic Alternator 

The use of a digital system for emulating a conventional film alternator has been analyzed by several researchers 
[McNeilletal., 1988][Beardetal., 1988][Choietal., 1990]. Analysis ofthese systems and their ability to emulate 
the current film alternator configuration digitally, has revealed several problems which must be overcome before 
workstations of this type can be used in radiology departments. Some of the problems include: 

• Slow image loading rates for large images 
• Inadequate number of image displays 
• Resolution requirements (2k x 2k) are cost prohibitive 
• Current systems do not address radiologists' needs beyond display and processing 

Image loading rates for images as large as 2k x 2k vary from system to system, but may require as much as 1 minute 
to load. Recent advances in disk technology such as the Parallel Transfer Disk (PJD) can reduce this to a few 
seconds, but the ability to maintain as many images as possible resident in memory still remains important, to 
provide as interactive a system as possible. The UWGSP3 can hold up to four 2k x 2k x 8 bit images in memory 
at one time, any of which can be displayed instantaneously. In addition, up to three UWGSP3 may be installed in 
a single NeXT ™ computer system allowing a total of up to twelve 2k x 2k x 8-bit images or six 2k x 2k x 16-bit 
images to be resident in memory at anyone time. Coupled with a PTD this large number of image storage frames 
would allow for acceptable speeds in displaying radiological studies. 
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Viewing a large number of images at one time is important to the radiologist in that it better emulates the current 
mechanical alternator configumtion and allows images to be compared side-by-side. As previously indicated, 
currently up to 3 UWGSP3 boards can be installed in a single NeXT ™ computer. Thus 3 separate displays, in 
addition to the NeXT ™ display are available for image viewing and manipulation. This limitation on the number 
of displays is not limited by the design of the UWGSP3 itself, but in the number of backplane slots available on 
the NeXT TM computer system. In later iterations of the board, multiple displays may be available on a single board, 
further increasing the number of available displays. 

Providing displays with resolution as high as 2k x 2k is at present cost prohibitive when a large number of displays 
are required in UWGSP3, this issue was addressed by implementing a 1280 x 1024 display which is adequate for 
display of most imaging modalities. Display of multiple images as large as 2k x 2k is also possible on UWGSP3 
by using hardware pan and scroll of the 1280 x 1024 display in the 2k x 2k image frame. For multiple displays, 
this roaming can be done on all images concurrently, providing the same positioning of the display in all images. 
Or, if desired, the images can be panned and scrolled individually to view different areas of each image. 

Many electronic alternator systems have addressed the display and processing needs of the radiologist. However, 
the integration of verbal annotation and/or digital film annotation is not always addressed. Verbal annotation may 
still be done using existing dictation hardware (e.g., a dictaphone system); however, the integration of this into 
the electronic alternator system would allow the verbal annotation to be directly associated with the digital image 
in a complex database. The NeXT ™ computer host provides the built-in capability for voice digitization, which 
could be linked with the image in a database. Potential also exists for voice recognition of commands and for speech 
to text conversion, using the Digital Signal Processor (DSP) available on the NeXT ™ computer host or some other 
specialized hardware. 

Image ProceSSing and Graphics 
The optional 160 MFLOPS peak perfonnance coprocessor board makes the UWGSF3 an excellent platfonn for 
image computing. The GSP supports many frame buffer manipulation functions (e.g., PIXBLT, FILL, and image 
arithmetic) and the FPPs include many built-in microcode routines for both image processing and 2-D and 3-D 
graphics operations (e.g., 3 x 3 convolution, matrix and vector operations, polygon clipping, and backface 
elimination). Thus, the UWGSF3 serves as a platfonn suitable for both image processing and graphics 
applications. 

NxN Variable Size 2-D Convolution 

NxN 2-D convolution can be used to implement a variety of image processing filtering operations such as lowpass, 
highpass, edge enhancement and edge detection. The algorithm is parallelized by segmenting the image into 
regions and assigning each locality to a different FPP. The predicted perfonnance for a 512 x 512 x 32-bit image 
(using all four FPPs) is as follows: 

• 5 x 5 kernel 0.7 seconds 
• 11 x 11 kernel 3.0 seconds 
• 15 x 15 kernel 5.5 seconds 

FFTIIFFT 
In some image analysis applications, FFT filtering techniques are often more convenient and intuitive than 2-D 
convolution and therefore more desirable. Thus, UWGSP3 must provide efficient FFT and IFFT algorithms. The 
FFT and IFFT will be implemented using the row and column method. Each of the four FPPs will be given an ~ntire 
row or column to process, thereby parallelizing the operation. The predicted perfonnance for a 512 x 512 x 32-bit 
image using all four FPPs is 4 seconds for either an FFT or an lFFT. 
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Geometric Transformations (warping) 

Geometric transformations are utilized in correction of image distortion arising from deficiencies in the 
acquisition apparatus, image registration for multimodal image analysis, and interpolated zooms for applications 
in image magnification and minification. Each FPP is assigned a different region of the resultant image. For each 
destination pixel, the FPPs calculate the coordinates of the source pixels. The GSP passes the source pixels to the 
FPPs which then perform a bilinear interpolation using the pixel values. Predicted performance of a lower-order 
warp using bilinear interpolation is 2.5 seconds for a 512 x 512 x 32-bit image. 

Window and Level 

In digital radiography and cr and MR images, pixel sizes of up to 12 bits are generated. Most systems do window 
and leveling of these images by manipulating a 12-bit to 8-bit video output lookup table [Austin, et aI, 1988]. 
Because UWGSP3 utilizes 8-bit RAMDACs, this method cannot be used. Instead the coprocessor board is used 
to perform a transformation of the 12-bit image into a window and leveled 8-bitimage. The FPPs are used to 
calculate a transformation lookup table. Regions of the image are then sent to the FPPs which use the lookup tables 
to produce the 8-bit image. One of the advantages of this method is that the window and level operation can be 
limited to user defined regions and need not affect the entire display. Furthermore, this method may be used with 
pixel sizes greater than 12 bits (up to 24 bits per pixel). A full screen (1280x 1024) transformation of a 24-bit image 
to an 8-bit image is expected to take less than 0.3 seconds. 

Graphics 

As mentioned in previous sections of this paper, the TMS34082 FPP includes many built-in microcode routines 
for 2-D and 3-D graphics which can be used to form the core functionality of a graphics library. In addition, the 
relatively large external microcode and data storage (16K x 32-bit for each FPP) allows higher level operations 
such as ray tracing and volume rendering to be added to the standard set of functions. Furthermore, the UWGSP3 
architecture which couples the GSP with multiple FPPs, allows the computational workload to be distributed 
among the processors. Thus, each FPP can be given a different portion of the object database or a different set of 
tasks in the rendering process while the GSP is utilized to maintain the integrity of the frame buffer and transfer 
blocks of data to and from the FPPs. 

Since the design is centered around the TM53 4020, the availability of the Texas Instruments Graphics Architecture 
TIGA-340 interface allows a UWGSP3 ported to an IBM AT-compatible (or MCA or EISA-based) architecture 
to be immediately compatible with many graphics applications written for this standard. In addition, UWGSP3 
can be made to emulate other widely accepted video adapters such as EGA and V GA to support a vast number of 
different application programs. 

For the current NeXT TM-based version ofUWGSF3, graphics standards including PRIGS, PHIGS+, GKS, and 
Renderman are being evaluated for implementation. The use of one of these standardized graphical programming 
interfaces, with the low level operations written to exploit the multiple FPP architecture, will further enhance 
UWGSP3's utility for 2-D and 3-D graphics applications. 
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Conclusion 

With its increased display resolution, enlarged frame buffer storage, multiple floating pOint processors and 
intuitive graphical user interface, UWGSP3 represents an innovation in image computing workstation design and 
a significant step towards providing affordable real-time display and processing for a variety of applications. It 
provides an integrated platform for more acceptable and productive end-user environments for both image 
processing and graphics in the future. In this paper, we have described the basic architecture of UWGSP3, and 
several solutions to medical imaging applications including use as a PACS workstation, image processing and 
graphics computational engine, and a multiple display electronic alternator. With the hardware implementation 
and low-level software now completed, the task of creating the application software to achieve the UWGSP3 's 
potential in these areas and others will extend into the months ahead. 
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Introduction 

VLSI floating-point processor technology is evolving to meet the increasing need to execute sophisticated 
algorithms at higher and higher rates. Architectural advances in floating-point pipelines and processor 
organization have led to the TMS34082's high speed arithmetic core and its RISC control structure. However, 
some applications require much higher speeds than provided by a single TMS34082. A parallel processing solution 
may be the answer. 

The goal of parallel processing is to speed computation by designing the appropriate number of processors into 
the system. These processors each work on pieces of the algorithm separately, and pass intennediate results among 
themselves. The simplest and most common fonn of parallel processing is to assign each processor a different 
tasks. For example, in a typical computer system, there may be a simple processor in the keyboard, a CPU, and 
coprocessors for memory management and floating-point operations. Of interest here are the parallel processing 
architectures that use many identical processors to solve a single numerical problem. 

Some common architectures that achieve this are shared memory machines. (Sequent and Multi -Max), distributed 
memory machines (Ncube, IPSC) and systolic arrays (WARP) [1]. They all use duplicate processors, but have 
different storage, communication, and programming schemes. Some parallel architectures require all processors 
to execute the same instructions, but to work on multiple data streams (SIMD = Single Instruction Multiple Data.) 
Others allow each processor to act independently by providing multiple instruction streams (MIMD = Multiple 
Instruction Multiple Data.) Many architectures exist to solve numerical problems such as those that arise in 
scientific computation and signal and image processing applications. Many experimental machines have been 
targeted to these structured computation intensive applications [1] [3] [4] [5]. 

In this application note we will design and analyze a TMS34082 based parallel architecture. The architecture will 
be a MIMD hybrid shared /distributed memory machine that supports message passing as well as systolic data 
streaming. This structure provides maximum flexibility ata relative low cost. In addition, the system can be scaled 
so that any number of processors can be added as the application requires. The system reaches a peak of 
40 MFLOPs per processor, and sustains a rate of 10 MFLOPs per processor on structured numerical algorithms. 
For example, if an algorithm must be executed in real time at 150 MFLOPs, a system with about fifteen or sixteen 
processors is needed. 

Parallel architectures are measured in terms of their speed increase over a sequential architecture using the same 
type basic cell. (A cell can be thought of as a processing unit that would be the CPU/memory/I/O system in a 
sequential machine). In the MIMD system, the I/O portion of a cell is generally connected to other cells as well 
as other conventional I/O devices such as disks, ND converters, etc. Parallel architectures perfonnance is limited 
by dependencies found in many algorithms, or, more fundamentally, found in many mathematical problems. These 
dependencies might cause the parallel architecture to perfonn less efficiently than a straight sequen tial architecture 
due to communication overhead. If the problem itself is not inherently serial, then a parallel algorithm must be 
designed to solve the problem. Often this parallel algorithm can be derived from the sequential algorithm by 
rescheduling the computations so that the algorithm dependencies are satisfied, but many independent calculations 
will be computed at each step. 
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At this stage of designt the algorithm becomes linked to the underlying. architecture. The most challenging part 
of the design is not to decide which computations can computed in parallelt but to minimize communication delays 
and waiting time. This requires the algorithm designer to match the dependence structure of the algorithm to the 
systems conununication structure and processor granUlarity. 

The parallel algorithm must be analyzed to see how it perfonned. The optimum is to use n processors for an n times 
speed increase (linear speed-up.) Howevert Amdahl predicted that most algorithms will have a logarithmic 
speed-up because their connnunication burden typically grows exponentially. FortunatelYt linear speed-ups can 
often be attained on modem architectures solving well structured practical numerical problernst due to their regular 
conununications requirements. 

As we seet there is a tight interplay between the algorithm and the architecture. In a senset the algorithm is mapped 
onto the architecture. It is our intent to design an architecture that can efficiently support many different algorithms. 
A hybrid approach as discussed in the next section was taken to achieve this level of flexibility. The architecture 
provides all point-to-pointand broadcast paths through a single bus. A bidirectional ring of FIFO buffers connects 
adjacent processors so that high throughput can be achieved. The architecture design was driven by the matrix 
multiplicationt FFft QRDt andSVD algorithms. Simulation was used to arrive at an architecture that could support 
all of these representative algorithms. 

Once the basic architecture is establishedt the cell must be carefully designed. As stated abovet the perfonnance 
of the parallel architecture is based on the speed increase over a single cell. If the cell is poorly designed and slowt 
the increase will be negligible. The cell designed here is based on the 1MS34082 acting in host -independent mode. 
The MSD bus is used for instructionst while the LAD bus is used for data. The 1MS34082 requires some sort of 
addressing assistance on the LAD sidet an address latch at the very least. With this assistancet the TMS34082 has 
a Harvard architecture so can be made to maintain a steady instruction stream while manipulating data on the LAD 
side. This capability is of paramount importance in a TMS34082 systemt and does not come without careful 
attention. The TMS34082 does not have any organic LAD addressing support. All LAD addresses must be 
computed in the floating-point core. Furthennoret when the C-compiler is usedt local variables are stored on the 
MSD side and are accessed through stack operations. Even the stack pointer manipulations are carried out in the 
floating-point pipet causing 'bubbles; and reducing perfonnance. To bring the perfonnance of the cell up to the 
full1MS3 4082 capabilities t a more sophisticated LAD bus controller will be specified. This controller will have 
its own register set and an integer unit to perfonn pointer manipulations under the control of an extended 
instruction field. The same LAD bus controller will be capable of routing data to more than one destination in a 
single bus cycle and will be able to move data while the TMS34082 is perfonning other functions such as 
floating-point loops. 

The HARP Architecture 

The design of the Hybrid Array Ring Processor (HARP) architecture was guided by a set of goals. Firstt the 
architecture was designed to perfonn a wide range scientific and DSP oriented algorithms. Secondt it was designed 
to be scalable and expandable so that applications specific systems could be easily configured to the user ts needs. 
It was also decided that the architecture should support both single- and double-precision IEEE standard 
floating-point arithmetic. The principle concern with the interconnection structure was that it had to support both 
high throughput and fast point-to-point paths. The interconnection topology was to be as simple as possiblet yet 
had to support the target algorithms cleanly and efficiently. From a software perspectivet the architecture had to 
be programmable in an extended version of Ct much like hypercubes. Also the architecture needed to support an 
operating system such as UNIX. Finally, a version had to be implemented that could be accurately simulated in 
software so that perfonnance measurements could be made. 
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Matrix multiplication, FFT, QRD and SVD algorithms shaped the architecture. A simulator was built using the 
Rice Parallel Processing Testbed (RPPT) package along with the TMS34082 C-compiler and chip simulator. The 
RPPT simulator can run programs written in a superset of C, called Concurrent C (CC). An architecture model 
was written so that waiting time, date transfer delays, and the overall effects of the system topology could be 
measured. Profile information from the TMS34082 simulator is fed into the RPPT simulation so that the overall 
simulator measures the actual cycle counts of the parallel program executing on the architecture. Architectural 
modifications were made whenever limitations and bottlenecks were revealed by the simulation process. 

Host 

Shared Memory 

System Bus 

PE1 PE2 • • • 

Figure 1. System Architecture 

1/0 

The overall HARP architecture is depicted in Figure 1. The host can be any subsystem that can run the desired 
operating system. For purposes of simulation, the host was considered to be a 33 MHz MC68030 with associated 
support hardware. The system bus can be any high-performance bus, but for simulation purposes was taken to be 
the native MC68030 processor bus running in asynchronous mode. The architecture, however, can be readily 
implemented for an open bus standard such as VME, Future Bus, etc. for example. a VME based version would 
be built around an available single-board UNIX engine, memory boards, and I/O cards. PEs would be added in 
groups of four per card. Each card would have a ring port in and a ring port out connector on the front. Thus flexible 
systems can be configured to meet specific processing, memory and I/O requirements. Application programs are 
written in CC to run on P processors, so that the same program will run on systems with different numbers of 
processors. 

The hybrid aspects of the architecture are highlighted when looking at the system's programming models. From 
a global perspective, the host sees a conventional system that is augmented with smart memory segments as 
outlined in the memory map of Figure 2. The host must load these segments with code and data and read out the 
results. From the PElbus perspective, the system takes the shape of a shared memory machine. Using the shared 
memory mode, processes are forked to the various nodes and communication primarily takes place over the bus 
where synchronization is maintained using semaphores and join constructs. The system can also be viewed as a 
message passing machine. Here processes on the nodes communicate using the send- and receive-message 
commands. The messages can be routed through the ring or over the bus. Finally, the system can be programmed 
as a linear or ring systolic array (with broadcast.) The systolic mode is the fastest mode if local PE to PE 
communication is required by the application algorithm. In this mode a steady data stream flows through the ring 
network in lockstep with processing. The cell architecture is optimized so that systolic communication and 
computation overlap. 
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Shared Memory 

Main/Shared Memory 

Smart Memory/PE #1 

Smart Memory/PE #2 

• • • 
Smart Memory/PE #N 

1/0 and Storage Devices 

Figure 2. System Memory Map 

The PE is depicted in Figure 3. It consists of a TMS34082 floating-point RISe processor, a 30ns 512K word 
memory bank, a bus interface, a local bus controller, and a 35ns 32-bit BIFIFO that connects the PErk] to the 
PE[k+ 1]. A full system bus interface implementation includes a local bus arbitration protocol that allows any PE 
to directly access any other PEs' local memory. The PE is built around the TMS3 4082 's Harvard architecture. The 
program is stored on the Micro Store Datal Address (MDS & MSA buses) side while the data is stored on the Local 
Address and Data (LAD) side. The TMS34082 architecture consists of a high-performance FPU, a register file 
of twenty 32-bit (or ten 64-bit) registers, and a microsequencer. The TMS34082 does not have an address 
arithmetic unit nor does it have an address bus on the LAD side. In order for the system to reach high performance 
levels, an external LAD bus controller was designed to compute LAD addresses and provide low level timing and 
control signals to the devices attached to the LAD bus (FIFOs, SRAM, bus interface). 
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The LAD controller provided over an order of magnitude perfonnance increase. With the controller, the 
TMS34082 is capable of performing an entire load or store operation and pointer update in a single clock cycle. 
The LAD controller can interleave accesses from the memory and the FIFO, as is often needed. The LAD bus 
controller also can be configured to accelerate systolic ring communication and local memory operations. Suppose 
the TMS34082 ofPE[k] is to read a word from the FIFO connected to PE[k-I]. In many applications it will be 
also necessary to pass the datum onto the FIFO that is connected to PE[k+ I] and possibly store the received datum 
in local memory. If both are required, the LAD controller will generate the signals for the FIFO[k-l] read, the 
FIFO [k+ I] write, and the memory write all in the same TMS34082 read cycle. The LAD controller's FFf address 
generator speeds FFfs by over a factor of IOO. 
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Figure 4. LAD Bus Controller Architecture 
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Different LAD controller designs have been considered. Some are algorithm specific, like the FFT, and some are 
more general. The most general LAD controller, as depicted in Figure 3, can be configured and perfonns LAD 
addressing under program control. The architecture of the LAD controller is shown in Figure 4. It consists of a 
register file, and addressing AL U (complete with FFf instructions), a LAD bus timing and control signal decode 
section, and an instruction decoder. The LAD controller accepts an instruction stream from an extended microcode 
field on the MSD bus. The registers may be loaded from the MSD bus as immediate operands. In a sense, the 
TMS34082's instruction set is expanded to include LAD addressing modes. The LAD addressing related fields 
in the instructions are stored in a separate four-bit memory (LADM) whose address lines ire connected to the MSA 
bus. 

TMS34082 Host-Independent Mode Optimizations 

The TMS34082 operates in either the coprocessor or the host-independent mode. It is most commonly used as a 
floating-point accelerator for the TMS340 graphics processor and is less commonly used in the host -independent 
mode, where it acts as an autonomous floating-point RISe processor. While the HARP architecture does assume 
a host processor to run the operating system, it employs the TMS34082s as loosely coupled processors operating 
in the host-independent mode. In this section some of the more striking aspects of designing a system around the 
TMS34082 in host-independent mode are discussed. The TMS34082 is capable of achieving very high 
computational throughputs. 

The TMS34082 is truly a compact architecture, fitting somewhere between a conventional RISe and a dedicated 
floating-point unit. It lacks many common microprocessor features such as an on-board parallel address generator, 
while it provides an assortment of high-performance floating-point operations and subroutines such as division 
and square root. The key to success with the TMS34082 in host-independent mode is to keep it fed with data. If 
the TMS34082 is asked to manage the data stream into the chip, performance will be downgraded. Also, special 
care must be taken with loop management. 

The first thing to take into consideration when developing a system for the host-independent TMS34082 is its 
Harvard architecture. The chip is designed to accept an instruction stream from the MSD (microstore data) bus 
and a data stream from the LAD bus. In coprocessor mode, the TMS340 has no problem keeping the TMS34082 
fed with data because the LAD bus is directly connected to the TMS340 bus. However, in host-independent mode, 
special care must be taken to keep the data flowing on the LAD bus under the control of something other than the 
TMS34082. The reason for this is two fold. First of all, the TMS34082 LAD bus has both address and data 
multiplexed onto the same bus. Without external support, this means that an address must be first sent out to an 
external address latch prior to any LAD access, reducing the LAD bus bandwidth by 50%. A more sever problem 
arises if the TMS34082 is used to generate data addresses as would be done in a conventional architecture. Because 
the TMS34082 does not have a separate integer addressing unit, all pointer updates must be computed in the FPU 
core. This means that the floating-point pipeline must be broken every time an external access is required. It turns 
out that non-judicious use of the TMS34082 for pointer updating can easily downgrade performance by an order 
of magnitude or more. Thus it is recommended that an external bus controller be designed into the system that 
performs the pointer manipulations needed to support the algorithms that will run on the target system. 
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Once the hardware has been configured, it is important to optimize the software. The first rule of thumb is to make 
judicious use of registered variables. Often compilers will use frame pointers and related pOinter arithmetic to 
access local variables. As mentioned previously, if the TMS34082 is to perform pointer arithmetic, it will have 
to do it in the floating-point pipeline at great expense. The compiler will often place local variables on the stack 
which is located on the MSD side. This means load and store operations take two cycles each instead of the one 
cycle on the LAD side. More importantly, each local variable access will involve several external accesses to 
compute the stack pointer relative address of the local variable. Due to these considerations, it takes the TMS34082 
11 cycles to compute k = k + 1 if k is a local variable defined on the MSD stack. On the other hand, if k were 
declared as a registered variable, the same operation would require only one cycle. Thus great performance 
dividends will be paid to those who put as many of the most often used local variables of each routine into registers. 

The old axiom that 90% of a program's time is spent on 10% of the code is very true when it comes to numerical 
routines. In fact, most numerical routines spend 90% or more of their time in tight inner loops. For example, the 
inner loop of the routine to multiply two 256 x 256 matrices on a single TMS34082 would be entered and exited 
65,536 times. At each iteration, one multiplication and one addition is performed, which can be computed by the 
TMS34082 in a single cycle using the mult.add command. Now consider the overhead needed to run the loop. 
If the loop counter variable were located on the MSD stack it would take 11 cycles to increment the loop counter, 
it would take another 12 cycles to check to see if the loop terminated. In addition, using the FPU core to perform 
loop counter iterations and stack pointer manipulations forces the compiler to use separate multiply and add 
operations and store intermediate results. Thus while the TMS34082 provides the ability to compute a 
floating-point multiply-accumulate a single cycle, an un optimized loop might spend 30 cycles each iteration in 
loop overhead. If care is not taken, loop overhead alone can reduce the perfonnance to 3.33% efficiency. This 
figure does not even account for data accesses. The loop overhead can be reduced to about four cycles per iteration 
if registered variables are used. Even better, it can be reduced to one cycle through the use of the LOOPCf register 
and the cjmp.d instruction. The cjmp.d instruction is a decrement and branch instruction that decrements 
LOOPCT, compares it against zero, and takes the appropriate branch all within a single cycle. 

Now take data accesses into account. An inner-product loop is set up by initializing LOOPCf with the 
inner-product length, clearing the accumulator, and loading the base addresses of the two input data arrays. First 
consider the case where the pointers are loaded into an external LAD controller. '!\vo data loads are performed in 
two cycles while the LAD controller autoincrements the pointers for the next loop iteration. Next a mull.add 
instruction is used to perform the multiply accumulate in a single cycle. Finally, the cjmp.d is used to decrement 
the loop counter and branch to the beginning of the loop. This implementation required four cycles per loop 
iteration and a LAD controller that could interleave two increment pointer registers. Now consider an 
implementation that does not use an external LAD controller, but does use LOOPCT and registered variables for 
the loop pointers. The loop starts out by performing two pointer additions with the output sent to the LAD-bus and 
two loads; four cycles. Next the multiply and add are computed in two instructions because the FPU pipeline had 
been interrupted. The cjmp.d is the last instruction in the loop. This loop had a total count of nine cycles. 

The two above loops can sustain 10 MFLOPs and 4.44 MFLOPs respectively. Slightly enhanced perfonnance can 
be achieved many loop iterations are in-line coded into a single loop iteration. If the vector length is 100, then the 
inner product could be computed in ten loop iterations if ten multiply accumulates are performed in each loop 
iteration. With the external LAD controller, twenty loads are followed by ten mult.adds and one cjmp.d. This 
reduces the number of cjmps by nine, but adds additional loop end condition checking overhead if the number of 
loop iterations is not a multiple of ten. Anywhere between one and ten multiply accumulates can be performed 
in the inner loop depending on the divisors of the inner product length. Using this optimization technique, the 
sustained inner product performance can be raised from 10 MFLOPs to 15 MFLOPs. 
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Experience shows that one must recognize what the TMS34082 is and what it is not. It is a bigh-perfonnance 
floating-point unit that can execute floating-point code efficiently. It is not a general purpose processor with a full 
set of addressing modes and parallel on-board executions units. Great speed-ups in compiler generated code can 
be easily achieved through judicious use of registered variables. Hand optimized assembler level optimizations 
can be attained by using the LOOPCf register and the cjmp.d instruction. Further speed-ups come through the use 
of and external LAD side address generator. Once a system architecture is defined, systems level optimizations 
can be made to overlay various bus operations into the same cycle. 

Algorithms 

In this section several algorithms will be briefly discussed. First consider the problem of multiplying the matrices 
A E R m x rand B ERr x n to form the product C E R m x n on a system with P PEs. At the start of the algorithm, 
A and B are stored in the shared memory. At the end of the algorithm, the product matrix C is returned to the shared 
memory. The first step of the algorithm is for the host to move the columns of B into the PE s using the system 
bus. Column bj is moved to PE[j mod P]. This column will be used to compute 9 = Abj so that Cj will be accumulated 
on PE[j mod P]. The matrix A is moved into the array at PE[O] and PE[O],s right output buffer concurrently. The 
inner product of row a; and each residentbj is formed and stored as cij 'so PE[k] reads a word orrow a; fromPE[k-l], 
one word at a time, directly into the TSM34082's FPU pipeline and stores the row in memory for future use and 
transfers it to the FIFO connected to PE[k+ 1] all in the same cycle. The rows of A stream through the system until 
the trailing row cycles through. Due to the ordering of computations, PE[O] will finish first, then PE[I] etc. Once 
PE[O] finishes, it sends its results over the bus to the system memory. Then PEr 1] will follow suit, then PE[2] ... 
etc. on down the line. 

Next consider the radix-2 decimation in time (DIT) FFT algorithm. Assume that the number of PEs, P is a power 
of two. Also assume that the LAD bus controller is capable of performing FFT address generation in addition to 
the autoincrement mode used in the previous algorithm. For purposes of illustration, suppose that a N = 1024 point 
FFT is to PE performed on P = 8 processors. The algorithm is outlined as follows. First decimate the time series 
into eight l28-point subsequences and send the ith subsequence to PEri] over the system bus. Next each node 
computes a 128-point radix -2 DIT FFT on the local subsequence. These sequences are built back up using standard 
binary tree recombination with twiddling. The tree is viewed as having the root node in processor zero iog2(N) 
iterations into the future. At the first iteration, each PE is considered to be a leaf of the tree. At this iteration each 
PE[2k + 1] sends its results to PE[k] for k = O ... (NI2) - 1. The even PEs then perform the twiddle and 
recombination operations so that the even cells now have 256-point sequences. At the next iteration, PEr 4K + 2] 
sends its results to PE[4k] fork = 0 ... (N/4) - 1. Now the mod 4 PEs twiddle and recombine. NextPE[4] sends its 
result to PE[O] and PE[O] assembles the finall 024 point result. The communication of the algorithm is not local, 
but the algorithm permits the data to be routed through idle cells so that a negligible penalty is paid for the nonlocal 
communication. The nonlocal communication only costs one cycle of delay per route-through node; the data rate 
of the data stream is not effected. Simulation studies have shown that this extra cost has a negligible effect on 
perfonnance. The simulation studies did show that perfonnance was reduced due to the nonsequential access 
requirement within a given local vector computation. The nonsequential addressing forces one to send entire 
messages instead of single elements at a time transparently. Also, as the recombination process progresses, more 
and more processors become idle. 
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Another version of the FFf was studied that was able realize the full potential of the system. Most applications 
that require an FFf actually require many FFrs. For example, a real-time processing system might require that 
1024 point frames of an incoming signal be computed continuously. In image processing~ a 512 x 512 pixel FFT 
can be computed by first perfonning 512 512-point column FFfs followed by 512 512-point row FFTs. Similarly, 
spectral based PDE solvers used in scientific application s require large numbers of I-D FFTs to compute a single 
3-D FFT. The course granularity of the system allows each separate PE to compute an FFT separately. This is a 
pure smart memory algorithm. The host loads the PEs with data and pulls out results. If enough processors are in 
the system, the overall computation rate is limited only by the amount of time it takes to load and unload a single 
smart memory segment with a complex data vector. 

The next algorithm considered was the QRD. The QRD provides an alternative way to solve linear systems. The 
standard algorithm used to solve linear systems is Gaussian elimination with partial pivoting. The pivoting portion 
of that algorithm degrades perfonnance in the HARP architecture, but a Householder QRD maps quite well. 
A E R m x n has a factorization A = QR where Q E R m x m is orthognal and R E R m x n is upper triangular [11]. 
Consider the case where m = nand rand(A) = n. Write Ax = bas QRx = b so that multiplying on both sides by Q T 

gives the triangular systemRx = QTb which can be solved by back substitution. Note that multiplying both sides 
by Q T is equivalent triangularizing A by a sequence of orthognal transformations and applying these same 
transformations to b. In the case where m>n, this procedure may also be applied to solve linear least squares 
problems. 

SupposeA E Rmx nis to be decomposed on aPprocessorsystem. Assign column flj to PE[jmodP]. IfPdoes not 
divide n, then some PEs will have extra columns. First set the iteration variable, k, and proceed as follows. At 
iteration k, the PE containing Ok; computes the vector ~ ER m-k+] such that the bottom (k - m)-element subvector 
of Gk, denoted Gk(k : m) satisfies H]Ok;«k : m) = 0.£1 where £1 is the k-order unit standard basis vector and 
a. = 1\ Gk (k: m) II. The kth transfonnation must be applied only to columns k through n. So vk is sent down the 
ring to the right from the PE where Ok; resides. When the head of the ~ data stream arrives, the remaining PEs 
perfonn the transformation, OJ ( k: m) = OJ ( k : m ) - ( vTk aj. ( k : m » ~ V j > k to the local columns. The 
algorithm is essentially a wavefonn algorithm where the computation wave propagates to the right and a trail of 
results (R) are left behind. If the matrix Q is desired, the v-vectors may be saved so that Q is available in factored 
form. If the algorithm is used to solve a linear or linear least squares system, the vector b is augmented as the last 
column of A and loaded accordingly. 

The final algorithm to be discussed is the SVD. Hestenes's method [6] [9] for computing the SVD has received 
much attention lately in the literature due to its parallel nature. The Hestense method is a one-sided Jaccobi 
algorithm that operates by applying orthognalizing plane rotations to all pairs of columns of the matrix A E Rm x n. 
A sequence of all pairs of such rotation is called a sweep. The algorithm can be shown to converge after a sufficient 
number of sweeps have been applied. Once the algorithm has converged, the matrix, A, will have been transformed 
via orthognal transfonnations to another matrix, B E R mx n, whose columns are orthognal to each other. If the 
product of the sequence of orthognal transformations is collected in V ERn x n, then we have AV = B. It is trivial 
to next factor Bas B = ur. gives A = V L V 1', which can be seen to be the SVD of A. We do note that this algorithm 
generated V E R m x nand L ERn x n instead of V E R m x m and L E R m x n but that no information was lost. 

F-11 

,iii'''', "'iMN'''_il~III''IIIII~IIII!IIIIII ____ ......................... ....,...,.....-""""""",,,,,,,,,, __ ,,,,,,,,,, ___ ,,,,,,,,,,,,,,,''"9.I~''''''. ,,...,...,......,,., .• ,.,,,.,.,,.. __ 



Several systolic array algorithms have been devised to perfonn the Hestenes SVD algorithm on a linear 
bidirectional systolic array [2] [8] [10]. The methods are based on a theorem that states that the order in which all 
the pairs columns are orthognalized does not affect the overall convergence of the Jaccobi algorithm [8]. 
Algorithms are designed by selecting an ordering where groups of P pairs can be computed at each time step on 
P processors. The key to a successful ordering is that the next group of P pairs in the ordering can be generated 
by local shifts of columns between processors. Figure 5 shows how columns are switched in order to generate such 
an ordering on a P-element bidirectional array. In the figure each PE is assumed to have two vector registers, VRa, 
and VRb which each hold a column of the matrix. If the columns are loaded into the vector registers, and pennuted 
as depicted in the figure, one sweep will be computed every N-2 update cycles. At the end of the sweep, the updated 
columns will return to their original position in the array, ready for the next sweep. 

I VRb VRb VRb .. 
VRa VRbl - VRa VRb VRa VRb - VRa VRb ... -r VRa - VRa - VRb 

PEO PE1 PE2 PE3 

Figure 5. Parallel Jaccobi Updating on a Systolic Architecture 

Iteration = t 
K 

Iteration = t+1 
K+1 

Communication 
Routing 

It is clear that this algorithm can be directly implemented on the HARP architecture. The bidirectional ring is 
sufficient for communication, and the vector registers can be implemented as buffer areas in the local SRAM. Each 
node must first compute the Jaccobi rotation matrix, apply it to the local columns stored on that node, and send 
the results to adjacent nodes as indicated in the figure. All nodes perfonn the same function except the end nodes. 
The shifting of data between the two data buffers on PE[N-l] can be accomplished by a single pointer swap. If 
the number of columns in the matrix exceeds 2P, then the algorithm is slightly more complicated. Now PEs will 
have to do the job of more than one PE. The complication comes in the form of pointer housekeeping and additional 
conditional statements. Only the computations that represent the boarder PEs of the sub-array need to 
communicate with the neighbor PEs, the internal nodes of the subarrays just exchange pointers. 
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Simulation Results and Performance Analysis 

A simulator was constructed using the RPPT simulation package. The RPPT package consists of a CC compiler, 
an architecture modeling / analysis package, and a facility to bind CC programs to the architecture model. Once 
a program and architecture have been bound, RPPT runs a simulation of the program running on the architecture. 
While doing so, RPPT keeps track of time using a parallel time construct. It is able to account for delays caused 
by bus contentions, processes waiting for input, data transfers across a bus or communication channel, and 
processors executing code. The above mentioned delays can be caused by either the parallel program or the 
underlying architecture or both. In order to account for the time spent by processors executing code, RPPT converts 
the CC program into assembly code and assigns to each basic block a cycle count (a basic block has one entry, one 
exit, and each instruction in the block is performed exactly once.) It then inserts an instruction at the front of each 
basic block that increments a cycle counter variable by the number of cycles spent in that basic block. This act is 
called profiling, and is done to the native MC68020 assembly code generated for the execution of the simulation 
of a SUN3 platform. In order to make RPPT count TMS34082 cycles, the node program is recompiled on the 
TMS34082 C compiler, translated to assembly code, and profiled with using the TMS34028 simulator in.single 
step mode. The basic blocks of the MC68020 assembly code are then cross profiled by replacing the MC68020 
cycle counts with the TMS34082 cycle counts. The key is that both programs execute the same C code so are 
essentially the same. The architectural modifications of the LAD bus controller are brought into the simulation 
here by updating the cycle count numbers to reflect the elimination of the cycles that are actually performed in 
parallel by the LAD controller. 

The matrix multiplication was analyzed first. It showed us that the maximum sustainable throughput of a node was 
essentially limited to 10 MFLOPs. This is so because in the inner-loop of a long inner product required two loads, 
a mult.add, and a conditional jump. Thus two FLOPs are performed every four cycles, so that at 20 MHz, the 
TMS34082 can continuously compute data streams ata rate of 10 MFLOPs. This limit can be raised to up to 15.5 
MFLOPs if the exact number of elements in the inner product is known ahead of time. For example, if the inner 
product length were 100, the loop iterations consisting of 20 loads, ten mult.adds and one conditional jump would 
each perform 20 FLOPs every 31 cycles. The program used in the simulation was written for the general case so 
that the nodes were essentially limited to 10 MFLOPs sustained throughput rate. 

The simulator was used to measure the efficiency of the HARP and to study the effects of matrix size and the 
number of processors in the system. The simulation accounts for the time to move the inputs to the nodes from 
the shared memory, compute the results, and move the results from the individual nodes back into the shared 
memory. The simulator counts all cycles to include addressing, loop management, testing of conditions, etc. It 
gives an indication as to the amount of time spent performing FLOPs and the amount of time spent on 
communication and overhead. Figure 6 shows a plot of the average MFLOPs achieved by a ten element array 
running matrix multiplications. Note that as the size of the matrices increase, the overall performance ofthe system 
approaches the theoretical limit of 1 00 MFLOPs. The reason that perfonnance is not as close to the limit for smaller 
matrices, is that the 110 and program overhead becomes more significant. Figure 7 show a plot ofthe performance 
measured in average MFLOPs for systems running a 128 x 128 matrix multiplication using P processors. Note that 
for up to 32 processors (the largest array the simulator could handle) there is a linear speed-up as more processors 
are added. This violation of Amdahl's law is predictable because the communication overhead of the 
algorithm/architecture combination clearly does not mcrease exponentially as more processors are added. 
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Figure 6. Matrix Multiplication Performance on 10-Processor Systems 
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Figure 7. 128 x 128 Matrix Multiplication on P-Processor Systems 
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The next algorithm that was implemented was the FFf. The LAD controller provided hardware support for the 
radix-2 addressing scheme. In the frrst set of experiments, single FFTs of various lengths were computed on 
different sized arrays. The results are summarized in Table 1. We note that the sustained MFLOPS on a single 
processor is within 75% of the maximum sustainable throughput for a single node. The payoff for adding more 
processors, however, is less pronounced than in the matrix multiply algorithm. This is due to the fact that 
communication overhead can not be completely overlapped with computations. Thus, as more processors are 
added, the execution time of the algorithm decreases, but the efficiency of the system also decreases. 

The pipeline FFf algorithm was also analyzed. Here the number of processors was determined to form an FFf 
pipeline that maximized overall performance. Using this number of processors, performance was limited only by 
the system bus bandwidth. Table 2 shows the results ofthe second set of experiments for transform lengths from 
256 to 4096 that were performed on the optimum sized arrays. For each transform length! array size pair, the table 
lists several parameters. First the 1-D pipeline FFf effective computation time is listed followed by the maximum 
sampling rate that could be accommodated for the various transform lengths. The next column shows how much 
time it takes to compute an N x N 2-D FFT using the row/column algorithm. The sustained MFLOPs achieved for 
each 2-D FFT is listed last. The maximum attainable sustained computation rate can be taken to be 1 o*p MFLOPs, 
were P is the number of processors in the array. The efficiency is the measured sustained MFLOPS divided by the 
total attainable MFLOPs. The simulation shows the system efficiency ranges from 67.8% for the 256 x 256 
transform to 80.8% for the 4096 x 4096 transform. 

Table 1. Distributed FFT Performance Results. 

N=512 N=1024 N::2048 N::4096 

P=1 t=3.69 t=7.94 t=17.0 t=36.2 
SM=7.47 SM=7.74 SM=7.96 SM=8.14 

P=4 t=1.64 t=3.39 t=7.03 t=14.59 
SM=16.86 SM=18.12 SM=19.23 SM=20.22 

P=8 
t=1.40 t=2.82 t=5.74 t=11.72 

SM=19.79 SM=21.77 SM=23.55 SM=25.17 

P=16 t=1.31 t=2.59 t=5.18 t=10.43 
SM=21.15 SM=23.74 SM=26.09 SM=28.26 

P = # of processors. t = time in milliseconds and SM = sustained MFlOPS. 

The column-systolic Householder QRD was also executed on the simulator. Figure 8 shows the sustained MFLOP 
rating of the QRD as a function of matrix dimension on a ten processor system. Note that the algorithm approaches 
the 100 MFLOPs maximum sustainable capacity of the system nearly as fast as the matrix multiplication 
algorithm, but levels off to 90 MFLOPS due to additional serial threads in the QRD algorithm. Figure 9 indicates 
that for large matrix size, that the algorithm has linear speed-up as more processors are added. This is due to the 
fact that communications and computations are nearly full pipelined. It is also due to the modulo P wrapping of 
the columns to the array and the use of the external ring connection. This mapping strategy achieves nearly perfect 
load balancing and allows the inherent dependencies of QRD to be effectively eliminated by allowing the system 
to execute more than one iteration of the algorithm at a time. 
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Figure 8. QRD Performance on 10-Processor Systems 
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Figure 9. 128 x 128 QRD on P-Processor Systems 
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The last algorithm that was implemented to date was the modified Hestenes-Luk SVD. The algorithm was found 
to be efficient for large matrices especially if the number of processors was large. As Figure 10 indicates, as more 
and more columns are mapped to each processor, the efficiency of the algorithm diminishes slightly. This is due 
to the fact that more and more time must be spent on pointer operations and loop overhead since the array is actually 
emulating a large array. Memory constraints limited the range of the number of processors that could be used to 
implement the SVD, but Figure 11 shows the results of the system perfonning 48 x 48 SVDs on differing numbers 
of processors. We note that the number of processors must divide the dimensions of the matrix or some processors 
will need to be idle. The figure indicates a linear speed-up as more processors are added for large sized problems. 
This behavior is expected due to the fact that the communication overhead does not grow as more processors are 
added. Actually, as more processors are added, the communication delay remains constant while the pointer 
overhead and housekeeping diminishes. 

Table 2. Pipelined FFf Performance Results for Real-Time Signal and Image Processing 

Processors Time Per Maximum Data NxN FFT NxN FFT 
N Required Pipelined Rate Execution Sustained 

FFT Time MFLOPs 

256 18 94 5.45 MHz 51.5ms 122 

512 19 186 5.51 MHz 197ms 143 

1024 21 372 5.51 MHz 776ms 162 

2048 22 746 5.50 MHz 3.09sec 179 

4096 24 1468 5.43 MHz 12.43sec 194 
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Figure 10. SVD Performance on 8-Processor Systems 
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Conclusion 

In this paper a hybrid architecture for matrix, DSP, image, and scientific computations has been presented to 
harness the power of N TMS34082 floating-point processors. The architecture can be programmed using many 
different programming models and parallel processing paradigms so that efficient programs can be written for a 
broad range of algorithms. The machine may be programmed as a shared memory machine, a message passing 
distributed memory machine, or a systolic array. The architecture may dynamically switch between any of these 
modes under software control. 

The architecture is optimized to operate with multiple TMS3 4082s. To this end, a local bus controller is introduced 
to assist the TMS34082s in pointer manipulations and to provide a fast addressing capability on the LAD bus. The 
bus controller also provides the ability to perform multiple bus operations, such as a fetch and a send, in the same 
cycle. By allowing the bus controller to have its own instruction stream, a program controlled DMA mechanism 
makes it possible for the cell to send messages or pass systolic data streams while the processor was executes 
numerical loops. While a simple address latching scheme seems reasonable, use of the smart LAD bus controller 
leads to speed-ups of two to three orders of magnitude. 

The system was implemented using the TMS34082 Toolkit along with the RPPT simulation package. Matrix 
Multiplication, FFT, QRD and SVD algorithms were coded in Concurrent C and executed on the architecture 
model to provide detailed cycles counts which were converted into MFLOPs ratings for each algorithm. The 
simulations showed what must be done to make the system execute code efficiently. The main findings were that 
the TMS34082 must be freed from pointer manipulations whenever possible, that registered variables should be 
utilized to reduce costly stack operations, and that the LOOPCT register together with the cjmp.d instruction 
should be used to control loops. Hand optimizations to the assembly code generated by the C compiler were needed 
off-load LAD pointer manipulations to the bus controller hardware. The simulation showed that high performance 
can be achieved if the system is carefully designed and code is optimized. Algorithms can often sustain 
computation rates approaching MFLOPs per processor, where the MFLOPs rating account for program overhead 
and data 110 time. For example, the simulation showed the matrix multiplication algorithm could run at just under 
100 MFLOPs on a ten TMS34082 system. 
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NEW JERSEY: Arrow/Kierulff (201) 538-0900, 
(609) 596-8000; GRS (609) 964-8560; Hall-Mark 
(201) 515-3000, (609) 235-1900; Marshall (201) 
882-0320, (609) 234-9100; Lex (201) 227-7880, 
(609) 273-7900. 
NEW MEXICO: Alliance (505) 292-3360. 
NEW YORK: Long Island: Arrow/Kierulff (516) 
231-1000; Hall-Mark (516) 737-0600; Marshall 
(516) 273-2424; Lex (516) 231-2500; Zeus (914) 
937-7400; 
Rochester: ArrowlKierulff (716) 427-0300; 
Hall-Mark (716) 425-3300; Marshall (716) 
235-7620; Lex (716) 383-8020; 
Syracuse: Marshall (607) 798-1611. 
NORTH CAROLINA: Arrow/Kierulff (919) 
876-3132; (919) 725-8711; Hall-Mark (919) 
872-0712; Marsha" (919) 878-9882; Lex (919) 
876-0000. 
OHIO: Cleveland: ArrowlKierulff (216) 
248-3990; Hall-Mark (216) 349-4632; Marshall 
(216) 248-1788; Lex (216) 464-2970; 
Columbus: Hall-Mark (614) 888-3313; 
Dayton: Arrow/Kierulff (513) 435-5563; Marshall 
(513) 898-4480; Lex (513) 439-1800; Zeus (513) 
293-6162. 
OKLAHOMA: ArrowlKierulff (918) 252-7537; 
Hall-Mark (918) 254-6110; Lex (918) 622-8000. 
OREGON: Almac (503) 629-8090; ArrowlKierulff 
(503) 627-7667; Marshall (503) 644-5050; Wyle 
(503) 643-7900. 
PENNSYLVANIA: ArrowlKierulff (215) 928-1800; 
GRS (215) 922-7037; Marshall (412) 788-0441; 
Lex (412) 963-6804. 
TEXAS: Austin: Arrow/Kierulff (512) 835-4180; 
Hall-Mark (512) 258-8848; Lex (512) 339-0088; 
Wyle (512) 345-8853; 
Dallas: Arrow/Kierulff (214) 380-6464; Hall-Mark 
(214) 553-4300; Marshall (214) 233-5200; Lex 
(214) 247-6300; Wyle (214) 235-9953; Zeus 
(214) 783-7010; 
Houston: Arrow/Kierulff (713) 530-4700; 
Hall-Mark (713) 781-6100; Marshall (713) 
895-9200; Lex (713) 784-3600; Wyle (713) 
879-9953: 
UTAH: Arrow/Kierulfl (801) 973-6913; Marshall 
(801) 485-1551; Wyle (801) 974-9953. 
WASHINGTON: Almac (206) 643-9992, (509) 
924-9500; ArrowlKierulff (206) 643-4800; 
Marshall (206) 486-5747; Wyle (206) 881-1150. 
WISCONSIN: Arrow/Kierulff (414) 792-0150; 
Hall-Mark (414) 797-7844; Marshall (414) 
797-8400; Lex (414) 784-9451. 
CANADA: calgary: Future (403) 235-5325; 
Edmonton: Future (403) 438-2858; 
Montreal: Arrow Canada (514) 735-5511; Future 
(514) 694-7710; Marshall (514) 694-8142; 
Ottawa: Arrow Canada (613) 226-6903; Future 
(613) 820-8313; Quebec City: Arrow canada 
(418) 871-7500; 
Toronto: Arrow Canada (416) 670-7769; Future 
(416) 612-9200; Marshall (416)458-8046; 
Vancouver: Arrow Canada (604) 421-2333; 
Future (604) 294-1166. 
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