







































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































Module 10 — Loader

Student Notes: Multiple Load Formats

Associated with each object format is a set of routines known as the format-dependent loader. Adding a new

object format merely involves writing another version of these routines. The primary duties of these routines
include:

1

S.

6.

A

. format recognition: whenever the loader encounters a new module, it calls upon each of the format-dependent
loaders in turn, essentially asking them “Is this one of yours?”

construction of imported symbol table: each module’s format-dependent loader is called upon to fill its
imported symbol table

. provision of exported symbol table: each module provides a list of exported symbols in format-dependent

form. Thus each module also provides a routine to return the value of each of the symbols it defines

mapping of regions: each module’s format-dependent loader maps the regions of the module into memory as
required

relocation: the format-dependent loader performs all necessary relocation
unloading: if the module is to be unloaded, the format-dependent loader performs the necessary chores

detailed discussion on the format-dependent portion of the loader can be found in chapter 7 of Open Software

Foundation, 1990b.
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10-11. The Run-time Image

Shared Libraries

process A

printf{...)

process B

printf(...)

lllll
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Student Notes: Shared Libraries

Shared libraries is one of the most important features of the OSF/1 loader. There are a variety of ways to share
code. The simplest is merely to map the shared routine into the address space. If relocation is required, the
routine may be mapped copy-on-write and then appropriately modified to effect the relocation. However, if
appreciable relocation is required, this technique cuts down on the amount of sharing that actually takes place.

Another approach is to use position-independent code (BI/C) to eliminate the need for pre-relocation. This
technique is not currently supported by the OSF/1 compilers, but might be supplied by vendor-supplied compilers.

What OSF/1 does is to use pre-relocated shared libraries. Such libraries are combined into a single image which
is pre-relocated to fit at a fixed location in the address space. They are thus available for linking to programs
without any further relocation. The standard libraries are provided in this format and are linked in this form (as
described on page 10-9) with the standard UNIX commands.

Note that symbol substitution is still possible, e.g., an alternative version of printf can be substituted at load time

for the version in the shared library. Also, because final symbol resolution can occur at load time, the locations to
which shared routines have been pre-relocated can be changed without the need for relinking.
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10-12. The Run-time Image

pical Address Space Layout

fixed addresses

10-12.
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Student Notes: Typical Address Space Layout

10-25



Module 10 — Loader

10-13. Dynamic Loading

Run-Time Loading and Unloading

transistor
emulator

circuit
emulation

10-13.
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Student Notes: Run-Time Loading and Unloading

Modules may be explicitly loaded into or unloaded from a running program. For example, a user of a CAD/CAM
application might put a transistor into a diagram. The CAD/CAM application might then call upon the loader to
load a transistor-emulation module into the program. If the user subsequently decides to remove the transistor
from the diagram, then the CAD/CAM application would call the loader to unload the emulation module as well.

To make this possible, the run-time loader remains in the address space even after the program starts up. The user

program can call the loader via its load and unload entry points; all of the loader’s data structures still exist, and
they are updated by the loader to reflect the presence of the new module.
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10-14. Dynamic Loading

Kernel Loading |

o Handled by kernel loader server

— maintains loader data structures for the kemel

— maps modules into its own address space but relocates with respect to
kernel’s address space

— copies relocated module into kemnel via special system call

10-14. © 1990, 1991 Open Software Foundation
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Student Notes: Kernel Loading

The OSF/1 loader can be used to load modules into or unload modules from the kemel. This feature is used in
conjunction with dynamic configuration to support loadable/unloadable device drivers, streams modules and
drivers, file systems, and protocols. Kernel loading is managed by a privileged user-mode task, the kernel-loader
server. This server maintains the data structures describing the kernel address space (i.¢., the same types of data
structures that describe a user task).

Loading into the kernel is essentially identical to loading into a user task, except that the actual loading is done
remotely: modules to be loaded into the kernel are mapped into the server’s address space, but are relocated with
respect to their final position in the kernel address space. Special system calls perform the actual loading into the
system address space (such modules go into wired memory) and call the module’s configure routine (so that it can
link itself into kernel tables).
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Module 10 — Loader

Exercises:

1. What functionality is provided by the OSF/1 loader that is not provided by the standard /d and exec?

2. a. Explain the role of packages in symbol resolution.

b. How can one replace a routine supplied by a system library?

3. a. Why can’t the LPT and the private KPT be combined into a single table?
b. Why is it necessary to separate the format-dependent loaders from the format-independent loader?

4. a. List three techniques for implementing shared libraries.
b. Why are loader text, data, and BSS kept separate from the standard text, data, and BSS?

5. a. List the actions taken to load a module into a running program.
b. In what ways is loading into the kernel treated differently from loading into the current process?
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Module 11 — Security

Module Contents

1, SeCUNY COMCEIMS . ... it it ittt ittt iettiet ettt nenaasneenesoanasaneneansnaaeneaenenns 114
Orange-book model
Security in OSF/1

1 T )¢ 111 AP 11-16
Discretionary access control
Mandatory access control
Implementation architecture

4, Authorizations and Privileges ....... ..ottt ittt ittt it e ietaeereataraanaraaaaanss 11-28
Representing authority
Principle of least privilege
Using and transferring privileges

5. Living With SeCUnity ... ... o i i ittt et et 1144

Module Objectives

In order to understand security in the OSF/1 environment, the student should be able to:

® describe how OSF/1 is compliant with the Orange Book security model

® describe how audit information is collected

® explain how it is determined whether a particular subject has the desired access to a particular object

® explain how authorizations and privileges exceed traditional security measures
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11-1. The Big Picture

Security

11-1.

11-2
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‘Module 11 — Security

Student Notes: Security

This material is discussed in chapter 16 of Open Software Foundation, 1990a.
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11-2. Security Concerns

Security Concerns

. Pmterom subjects

— objects: files and processes

— subjects: users and processes —

vfm/vz/ f:/\'/ //ééﬂ

N “finj;

11-2.
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Module 11 — Security

Student Notes: Security Concerns
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11-3. Security Concerns

The ““Orange Book” Model

o division D: minimal protection {n( /

e division C: discretionary protection

; z//” )X 557 P ﬂv}’
— class C1: discretionary security protection —— /b cop /, /rke _/ %
]
¢ s~ — class C2: controlled access protection — s, wiya P pswerd? o1 /

ﬂf'/\ff

e division B: mandatory protection — /g’y/c it fitke eﬁ
— class B1: labeled security protection
— class B2: structured protection
— class B3: security domains

, /
.. . . /“, % ,7; TZ f*/\ﬁ &}V]
o division A: verified protection ~2— 4254, 77 e p

— class Al: verified design

113. © 1990, 1991 Open Sotware Foundation
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Student Notes: The “Orange Book” Model

The U. S. Department of Defense (DoD) trusted-computer-evaluation criteria, known as the “Orange Book”
model (so called because of the color of its cover), define criteria for classifying computer systems according to
their degree of protection.

Division D contains those systems whose security features have been evaluated and have flunked.

Division C, a very minimal level of security, contains two classes. To be in class C1, a system must provide
controls so that users can protect private information and keep others from accidentally reading or destroying
data. The model is of cooperating users processing data at the same levels of security. Most UNIX systems
should fit within this class easily.

To be in class C2, a system must meet all of the requirements for class C1 and, in addition, users of the system
must be individually accountable for their actions through login procedures, auditing, and resource isolation.
UNIX systems may relatively easily aspire to be in this class.

If a system is certified to be in division B, then it must be realistically considered secure. To be in class B1, a
system must meet all the requirements for class C2. In addition, it must have an informal statement of the security
model and must provide data labeling and mandatory access control over named subjects and objects. The
capability must exist for accurately labeling exported information (e.g., in a defense environment, Top Secret
printouts must be clearly labeled as such).

To be in class B2, a system must meet all the requirements for class B1 but, instead of an informal statement of
the security policy model, there must be a clearly defined and documented formal security policy model. The
discretionary and mandatory access controls of B1 must extend to all subjects and objects, much more thorough
testing and review is required, and very stringent configuration management controls are necessary.

To be in class B3, a system must meet all requirements for class B2. In addition, its trusted computing base
(TCB), i.e. that portion of the system that runs in privileged mode, must be small enough to be subjected to
rigorous analysis and test. All accesses of subjects to objects must be mediated, the system must be tamper-proof,

ecurity admini. r must be supported, audit mechanisms must be expanded to signal security-relevant
events, and detailed system recovery procedures must be in place.

The primary difference between class Al and and class B3 is that the formally specified design must be formally

verified. Going beyond class Al, if such classes were defined, might involve a formally verified implementation,
which is considered beyond the state of the art.
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11-4. Security Concerns

/MM} poTh *&'}/
Compliant vs. Certified

0
a
o Certification requires a (lengthy) formal evaluation process
J‘us‘l“
— platforms, not‘f)perating systems, are certified
/
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Student Notes: Compliant vs. Certified

Certification requires a-formal evaluation process. It is not merely the operating system that is being evaluated,
but also the implementation of the operating system on a particular architecture with a given set of options. OSF
supplies most of the voluminous documentation required for certification.

The “Orange Book” criteria are strictly for stand-alone systems. A system that is networked cannot be secure
under these criteria. Thus, for example, a B1-certified system cannot contain NFS.
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11-5. Security Concerns

Security in OSF/1

e OSF/1 can be compiled to be C2-compliant, B 1-compliant, or neither

e Components:
—_ EEQLHD& )
— discreﬁc;nmy access control (DAC) 4 /
— mandatory access control (MAC) // /

— authorizations and privileges £

115, © 1990, 1991 Open Software Foundation
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Student Notes: Security in OSF/1
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11-6. Auditing

Auditing
o system calls
— 1/0
— exec
— fork

— efc.

e user events
— login
— su

— etc.

11-12
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Student Notes: Auditing

Auditing may be used selectively; i.e., under the control of the system administrator, selected system calls and
user events may be recorded.

Stub routines inserted in the control path collect information for system calls. The status of each system call is
maintained in the audit_info structure, which is allocated on the kemnel stack. When an audited system call
completes, the audit_info structure is put into a buffer maintained by the audit device driver. This driver makes
the information available to the audit daemon, which compacts it and stores it in a database.
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11-7. Auditing

Kernel/Daemon Communication

117

11-14
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Student Notes: Kernel/Daemon Communication

A fair amount of the processing performed by the security system is done within user-level daemons. The
security architecture was designed for general UNIX systems: it does not assume the communication facilities of
OSF/1. Thus communication between the daemons and the kemel must be implemented in a way that can be
easily ported to any UNIX system. The interface chosen is that of a pseudo device. The security daemons may
perform standard read, write, and ioctl system calls on their associated pseudo devices. These devices are
represented in the kernel as pseudo-device drivers.

Upcalis, e.g. requests sent to the daemons by the kernel, are implemented by having the daemon make a read

system call. The call blocks until the pseudo-device driver has an upcall to make. When the read returns in the
daemon, the result contains the upcall request.
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11-8. Access Control

Discretionary Access Control (DAC)

read
access?

NO!

file

ACL

avd: rw
jvva:r
kha: r
dcab: r

11-8.
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Student Notes: Discretionary Access Control (DAC)

By discretionary access control we mean the ability of an object’s creator/fowner to specify who has what sort of
rights to the object. In OSF/1, the traditional UNIX security policy (a discretionary policy) has been augmented
with the use of access control lists (ACLs).  Associated with each object (i.e. file) is a list of all users allowed to
access it and what their access rights are. ACLs extend the normal UNIX discretionary policy by increasing its
flexibility. For example, with ACLs it is easy to prohibit access to certain individuals.

A5/ /003 ¢
A/ ¢
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11-9. Access Control

Mandatory Access Control (MAC)

read file
access?
NO!

TOPSECRET ACL
avd: rw
jvvarr
kha:r
dcab: r

_twd: r
1149 © 1990, 1991 Open Software Foundation
Cg/u/@r/ﬂ\ s

SVOLAY)
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Student Notes: Mandatory Access Control (MAC)

Mandatory access control involves enforced restrictions on objects that cannot be changed at the discretion of the
creator or owner or user. Subjects are assigned levels of trust (clearances) and objects are assigned degrees of
sensitivity. Both notions are represented with sensitivity labels and combine a hierarchical classification with a
non-hierarchical set of categories (or compartments).

DoD security classifications are an example of a hierarchical classification—Unclassified < Confidential < Secret
< Top Secret < Eyes-Only. Combined with this is the non-hierarchical notion of compartments, ¢.g. NATO,
NORAD. Thus, to view a Top Secret NATO document, it is not enough to be cleared for Top Secret; one must
also be working within NATO.

Various rules are established governing access to information. For example, one cannot modify a Secret file while
executing in a Top Secret domain, but one can read a Secret document while in a Top Secret domain.
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11-10. Access Control

Mandatory Access Control: Multilevel Directories

ces dev usr tmp

invisible

11-10. © 1990, 1951 Open Software Foundation
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Student Notes: Mandatory Access Control: Multilevel Directories

Public directories (such as /tmp) need special treatment when used in conjunction with the mandatory access
control policy. For example, various programs such as the C compiler use the /tmp directory to hold their
temporary files. Even though the contents of these files may be securely protected, the existence of a temporary
file as well as its name could be easily discovered by anyone performing an Is on the /tmp directory. Such
information about Top Secret temporaries, for example, should not be known to those operating in the Secret
domain.

Furthermore, if a direcdtory is, for example, Top Secret, then a process whose sensitivity level is Secret wouldn’t
be able to add files to it, since this would require modifications to the directory. If the directory was Secret, then a
Top Secret process couldn’t write to it, because this would allow the leakage of information to a lower sensitivity
level.

One approach to dealing with this problem might be to change all applications so that they do not use public
directories but instead find directories at appropriate security levels. A better approach is to deal with the problem
transparently. A directory such as /tmp may be set up as a multilevel directory. It is then transparently split into a
number of subdirectories, one for each security classification. Thus a reference to the file fmp/xyz by a process
executing as Top Secret would be translated into a reference to the file fimp/topsecret/xyz.

11-21



Module 11 — Security

11-11. Access Control

Attributes

o Examples:
— UID/GID
— security classification
— security compartment

— access control list

.llg_ch\is represented by a -3—2;1’)i‘t’t§

11-11.
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Student Notes: Attributes

Each security policy must deal with a set of attributes on subjects and objects. These attributes can be very
complicated; for example, an ACL can be arbitrarily long. A direct representation of such attributes would be too
complex for the kemel to manipulate easily. Instead, each attribute is represented by a 32-bit tag (thus when a
new ACL is used, a new 32-bit tag is created).

Every security policy has a policy daemon that is responsible for translating tags to attributes and vice versa.
Each such daemon maintains a database to aid this process; it must ensure that tags are unique. Inside the kemel,
the policy modules deal only with tags. Since they are not capable of interpreting the tags, they can only make
equality comparisons; any other manipulation must be forwarded to the user-level policy dacmon.
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11-12. Access Control

Tag Pools

o Each security policy uses a fixed set of attribute types
— DAC uses one each for subjects and objects (UID/GID, ACL)

— MAC uses two for subjects (sensitivity level, clearance level) and one
for objects (sensitivity level)

¢ Each subject’s and object’s tags are organized into a tag pool

1112 © 1950, 1991 Open Software Foundation
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Student Notes: Tag Pools

Each subject and object must be associated with its attributes with respect to each security policy. In OSF/1, each
subject must have three tags (one for DAC and two for MAC) and each object must have two tags (one each for
DAC and MAC). The collection of tags associated with a subject or an object is known as a tag pool.
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11-13. Access Control

Security Policy Architecture

user mode
kernel mode

security_switch

1. © 1990, 1991 Open Software Fomndation
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Student Notes: Security Policy Architecture

Whenever a security decision has to be made or action taken, each security policy must be consulted. In OSF/1,
there are two such policies, DAC and MAC. Thus, for example, if a process attempts to open a file, both DAC
and MAC are consulted to ensure that both will allow the access. If either says no, the access is denied.

The security decisions are implemented through the security switch. Each security policy provides a policy
module in the kemnel whose entry points are contained in the security switch. When a subject attempts to access an
object, the macro SP_ACCESS is called, which calls the access entry point of each policy (via the security
switch), passing to the policy module the subject’s attributes and the object’s attributes. Each policy module
maintains a cache of recent security decisions, which consists of relations on attributes as represented by tags. If
the decision cannot be made based upon the contents of the cache, then the policy module forwards the request via
an upcall to its policy daemon, which then makes the decision.
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11-14. Authorizations and Privileges

Authorizations and Privileges

o Autherizatiens

— command authorizations are used to restrict certain subsystems and
commands to designated users

— kernel authorizations grant certain security policy overrides to trusted
- applications

o Privileges
— rights to access operating-system functions

— used partly to implement kernel authorizations

11-14. © 1990,1991 Open Saftware Foundation

11-28



Module 11 — Security

Student Notes: Authorizations and Privileges

A manage of an object finds out if the subject process is authorized by checking a list of authorized subjects,
whereas a privilege is an actual property of the process, stored with the process.
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11-15. Authorizations and Privileges

Authorizations

e Command authorization
— specific
— role

— subsystem

11-30
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Student Notes: Authorizations

Command authorizations are associated with particular users and are maintained by user-level code and databases.
These authorizations are broken into the following categories:
® specific

— allows the user to execute a command to perform a specific functions. E.g., the mknod authorization allows
the user to invoke the mknod command to create special files

® role W o f/@ Y
— allows the user to perform tasks associated with some specific system role. E.g., the isso authorization
allows the user to administer the security system

® subsystem

— grants the user additional rights in certain subsystems. E.g., the [p authorization allows the user to use the
administrative and command options of the p subsystem
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11-16. Authorizations and Privileges

Privileges

¢ Root replacements
¢ UNIX mode
¢ Trusted mode

¢ Trusted function

11-32
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Student Notes: Privileges

Instead of the superuser/mere-mortal dichotomy of UNIX, OSF/1 uses a much finer breakdown of privileges,
dividing them into the following categories:

® root replacements

— abreakdown of the privileges once reserved for the root into a set of rights that can be individually granted;
e.g., the sysattr privilege allows one to invoke system calls that change system attributes such as the time of
day.

¢ UNIX mode
— privileges that ordinary users have in UNIX but may be restricted in OSF/1; e.g., one must have the execsuid
privilege to execute SETUID programs.
® trusted mode
— privileges allowing a process to operate in modes that gain it special treatment with respect to trusted system
features; e.g., the suspendaudit privilege allows a process to stop the kemel from collecting audit records.

e trusted function

— privileges allowing a process to define new trusted functions; e.g., the writeaudit privilege allows a process
to append records to the audit trail.
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11-17. Authorizations and Privileges

Use of Privileges

" Associated with the process: A g yecfar
e base privilege set
¢ kernel authorizations set

o effective privilege set

Associated with the executable file:
e potential set

e granted set

11-17.
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Student Notes: Use of Privileges
The base privilege set is the set of privileges that is always granted to a process when it execs a file.
The kernel authorization set is the set of privileges for which the process’s user is authorized.

The effective privilege set is the set of privileges that are currently being used when the kemel checks for
privileges.

The potential set is the set of privileges that a program may use.

The granted set is the set of privileges that is placed in a process’s effective privilege set when the file is exec’d.
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11-18. Authorizations and Privileges

Exec’ing a File

11-18.

11-36
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Student Notes: Exec’ing a File

Privilege sets are represented as bit vectors. Associated with each process are four such bit vectors, for the base
privilege set, the kernel authorization set, the effective privilege set, and the potential set.

Each inode contains bit vectors for the granted and potential sets.

When a user execs a program provided by another user, we have two mutually suspicious parties. Each party,
i.e., the owner of the process and the owner of the executable file, provides an initial set of privileges that form the
initial effective set of this joint venture. This effective set may be enlarged, but only subject to constraints
provided by both parties. Privileges can be added to the effective set that are either in the potential set or the base
set. The base set can itself be enlarged, but only be adding to it privileges that are in both the kemel authorization
set and the potential set. This protects both parties in the event that another file is exec’d. The base set used with
this new file would contain only those privileges allowed by both parties. This technique prevents privileges from
being combined in unforeseen ways.

11-37



Module 11 — Security

11-19. Authorizations and Privileges

Privilege Set Relationships

K: kernel authorizations G: granted set
B: base privilege set P: potential set
E: effective privilege set
11-15. © 1990, 1991 Open Software Foundation
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Student Notes: Privilege Set Relationships

A set of kernel authorizations defines the limit of what privileges this process is allowed to have. Itis a subset of
the privileges available to the user. The potential set limits the privileges of a process executing the program
contained in a file.

Bc K

Ec (PUB)

GcP
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11-20. Authorizations and Privileges

Principle of Least Privilege /7

Trusted applications use the smallest effective privilege sets possible

11-20.
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Student Notes: Principle of Least Privilege

Good practice dictates that the effective privilege set should be kept as small as possible. The setpriv system call
allows a process to adjust its sets K, B, and E, subject to the constraints:

K'cK
B'c KnP)uUB
E'c PUB

(where K, B/, and E’ are the sets K, B, and E after a setpriv request).

11-41



Module 11 — Security

11-21. Authorizations and Privileges

Operations on File Privilege Sets

Processes that have the chpriv privilege may change a file’s granted and potential sets

11-21L
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Student Notes: Operations on File Privilege Sets

Using the chprv system call, a process may propagate to files only those privileges for which the process is
authorized: :

PPcK
G c PnkK

If an executable file is modified, then all privileges are removed from its granted and potential sets. This is
analogous to the effects of modifying a seruid file in standard UNIX.
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11-22. Living with Security

Living with Security

¢ Secure systems are inherently slower than non-secure systems
— OSF/1 can be configured to be either C2 or Bl

— the degree of auditing can be set by the system administrator

n-z © 1990, 1991 Open Scfiware Foundation
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Student Notes: Living With Security
Not all installations will desire the B1 security features in OSF/1. The system can be configured to be either C2 or

B1. This decision is implemented as a compile-time option; it is not a run-time option because too many tests
would be necessary. However, the degree of auditing is selectable at run time.
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Exercises:

C.

To which security class are most UNIX systems probably compliant?
To which security classes can OSF/1 be made compliant?

What is the difference between compliant and certified?

In whose context is audit information collected?

How is audit information collected in an audit file?

In what ways are ACLs more flexible than standard UNIX file protection?

If DAC and MAC disagree on an access decision, how is the issue resolved?

How is it determined whether a particular subject has the desired access to a particular object with respect
to a particular access control policy?

Explain the difference between how an authorization is implemented and how a privilege is implemented.

The effective privilege set is restricted to be a subset of the potential set unioned with the base privilege
set. Why isn’t the kernel authorizations set used instead of the base privilege set?

List the kernel data structures that were modified to support the OSF/1 security features.

5. Why isn’t security compliance a run-time or boot-time option?
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Appendix — Answers to Exercises

Module 1

1. page 1-2

2. page 1-11

3. page 1-15

a. pagel-21

b. pages 1-12—1-15
c. pages1-16—1-17
d. pages 1-18—1-19
e. pages 1-24—1-25
5. pages 1-36—1-45

6. Mach provides the facilities to allow the efficient transfer and sharing of information across address space
boundaries. This is particularly useful for efficient communication with servers. In addition, Mach provides
support for multiple threads of control within an address space.

7. OSF/1 includes the logical volume manager, support for dynamic configuration, support for shared libraries
and dynamic loading, and B1-level security.

Module 2

1. a. pages2-8—2-9

b. pages2-8—2-9

c. pages2-10—2-15
d. page2-11

. 2. pages 2-16—2-25

3. a pages 2-40—2-47
b. pages2-38—2-39, 2-58—2-59
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10.

11.

pages 2-62—2-63

d. pages2-50—2-51
a. pages2-68—2-69
b. pages 2-70—2-71
¢. pages2-70—2-71
d. pages2-76—2-77
page 2-799
page 2-81
C. pages 2-84—2-85
a. pages2-92—2-93
b. page 2-93
c. pages 2-100—2-101
d. page2-89
e. page 2-89
pages 2-104—2-105

b. pages 2-104—2-105
pages 2-106—2-107

Separate u_task and proc structures are maintained in OSF/1 primarily beéause the separateness of these two
structures is inherent in the Berkeley UNIX source code. There is no particular reason that they could not be
merged, but there is no compelling reason to go to the effort of doing so.

OSF/1’s kemel threads are cheaper than UNIX’s kemel processes because kernel threads have no private
address space associated with them. Thus the system can switch from the context of any task into the context
of a kernel thread without changing address maps.

a) There are three primary reasons for nonpreemptibility in kernel mode. The first, which is not a problem in
multiprocessor-safe operating systems such as OSF/1, is that certain data structures, if not accessed in the
interrupt context, might have no synchronization to protect them other than the assurance that any thread in
kemel mode will not be preempted. A second problem, which does affect OSF/1, is that a thread might be
updating a data structure that can be accessed in the interrupt context and thus has a class of interrupts
masked off. If this thread is preempted (because the mechanism causing preemption, e.g. clock interrupts,
has not been masked off), then one of two things might happen, both of them bad. (1) Interrupts remain
masked off when the system switches to the preempting thread; this is not good because the interrupt will be
masked off much too long and may perhaps interfere with interrupt-masking done by the preempting thread.
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(2) Interrupts become unmasked as the system enters the preempting thread’s context; thus the system might
now enter the previously masked interrupt context and access the data structure that was in the midst of
modification by the preempted thread. This data structure, being in the middle of an update, is in an
inconsistent state that is totally unexpected by the interrupt handler. The third reason is also a problem with
OSF/1: if the preempted thread is holding a spin lock, the preempting thread might attempt to take this lock.
This thread will of course spin, with no hope of taking the lock, until the preempted thread is allowed to
execute again.

b) The constraints on preemption points are: they must be executed only in the context of a thread, this thread
must not be holding any locks, and no interrupts may be masked.

Module 3

1.

a. pages 3-6—3-7
pages 3-6—3-7

=3

pages 3-12—3-13
pages 3-14—3-17
pages 3-149—3-17
pages 3-14—3-17
pages 3-14—3-17
pages 3-22—3-27

=2

-

a. pages 3-28—3-31
b. pages 3-28—3-31

The main problem with utilizing copy-on-write techniques to improve the implementation of UNIX system
calls such as write is that the best use of these techniques requires page alignment of data structures such as
buffers. Since typical UNIX programs are not written with such alignment requirements in mind, it is
unlikely that very many buffers would actually be properly aligned. If such alignment problems could be
dealt with, then any UNIX system call that transfers large amounts of data could be improved. In particular,
this means I/O-related system calls operating on files, devices, sockets, and streams.

Module 4

. a. pages4-4—4-5,4-49

b. page4-5

a. pages4-10—4-11
b. pages 4-13,4-23,4-73
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pages 4-58—4-59
page 4-11

& o

pages 4-46—4-47
pages 4-46—4-47
pages 4-50—4-51
page 4-37

pages 4-32—4-43

o

& o

page 4-37
pages 4-54—4-55
pages 4-56—4-57

Fw ™o

>
o

pages 4-58—4-101
pages 4-62—4-65
page 4-77

pages 4-86—4-97

e

3]

o

page 4-99

a. pages4-108—4-109
b. pages4-108—4-109
c. pages4-108—4-114
d. pages4-108—4-119

6. If we want to enjoy the advantages of lazily evaluating the allocation of backing store, then we must deal with
the problem that a thread’s execution may fail at an arbitrary point in time. The best we can hope for is that
the extent of the damage be limited: for example, that it be necessary to terminate only one task. If this sort
of behavior is intolerable, we may have to use a more conservative preallocation backing-store policy.

7. The primary difficulty in replacing the vnode pager with an external pager is that this external pager, being
the “pager of last resort,” must never encounter page faults itself. Thus one technique might be to wire the
extemal pager’s pages into primary memory.

Module 5

1. page 5-9

2. a. pagesS5-16—5-19
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b. pages 5-24—5-27
c. page5-31

page 5-35
b. pages 5-40—5-41
c. pages 5-52—5-63

pages 5-76—5-77
b. pages 5-80—5-81

pages 5-88—5-89

b. pages 5-94—5-97
. a. pages 5-102—5-103
b. page 5-104
page 5-115
d. pages 5-122—5-123
. a. page5-127
b. page 5-131
c. pages5-134—5-135
d. pages 5-138—5-139

e. pages5-148—5-149
f. pages5-156—5-157

. All three locks are necessary. The lock on the file table entry is necessary to protect the offset stored there

from being used prematurely by another thread. This ensures that I/O system calls executed by threads
sharing a file table entry are atomic. The lock on buffers from the buffer cache is necessary to prevent a
buffer from being stolen for some other purpose while one thread is using it. A simple lock is required for
updates to the vnode because, for example, two threads concurrently reading the same file, but using different
file table entries, might update the access time of the vnode.

. One might argue that, if it is known that a directory is being searched and the result of this search will be used

very soon as part of a delete operation, the directory should be searched while holding a write lock. The
primary reason that this is not done is that it is highly unlikely that there will be two concurrent updates to the
same directory. Thus the optimistic approach described on page 5-75 works out very well in what is by far
the more usual case. The fact that concurrent updates, if they occur, can be quite expensive is thus of little
consequence.
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Module 6

1. a. page 6-7
b. pages 6-8—6-9

2. a. pages 6-12—6-13
b. pages 6-12—6-13

3. pages 6-16—6-17

4. a. pages 6-36—6-37
b. pages 6-40—6-41
c. pages 6-46—6-47

Module 7

1. a. pages 7-6—7-10
b. pages 7-16—7-19
c. pages 7-20—7-23

2. a. pages 7-31—7-35
b. pages 7-30—7-31
c. pages 7-24—7-27

3. a. pages 7-38—7-39
b. pages 7-40—7-41

4. a. pages 7-42—7-43
b. pages 7-48—7-49

5. a. pages 7-50—7-51

b. pages 7-58—7-59

c. pages 7-50—7-59
" 6. The use of synchronization queues has no effect on the order of message processing within a streams module:
the synchronization queues preserve the order of calls to the module’s procedures, and thus any ordering

constraints imposed on messages by the code within a streams module is preserved. However, it is certainly
the case that with synchronization queues there might be more messages within a streams pipeline than there
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would be without such queues. For example, while one thread is executing within a module, other threads
might queue more requests on this module’s synchronization queue than are allowed by the high—water limit
on the module’s normal streams queue. In practice this is unlikely to be a problem: the only situation in
which it could be a problem is if the rate at which messages are processed by a module is slower than the rate
at which tmessages are arriving to the module. Given that streams threads execute nonpreemptively and
without blocking, this situation is highly unlikely.

Module 8

page 8-6

page 8-11
b. pages 8-20—8-21
c. page8-5
a. pages 8-26—8-27
b. pages 8-32—8-33

. pages 8-36—8-37

Module 9

1.

a. pages 9-4—9-5
b. pages 9-12—9-23

a. pages 9-18—9-19, 9-31

&

page 9-19

a. page9-27
b. page9-22
c. page9-31
d. page9-33
Only two data structures in the UFS file system depend upon the size of the entire file system: the superblock

and the cg summary. These of course must be modified to reflect the larger file system and the modified
superblock must be copied to all of its alternative locations.
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Module 10

1. page 10-4

2. a. pages 10-10—10-17
b. page 10-17

3. a. pages 10-14—10-19
b. pages 10-20—10-21

4. a. page 10-23
b. pages 10-23—10-24

5. pages 10-26—10-27
a. pages 10-28—10-29

Module 11

1. a. page 11-7
b. page 11-10

c. pages11-8—11-9
2. a. page 11-13
b. pages11-14—11-15

3. a. pages11-16—11-17
b. page 11-27
c. page 11-27

4. a. pages11-28—11-29

4

page 11-37

5. page 11-45



Glossary

address space

authorizations

blocking lock

bogus memory

buffer cache

channel

concurrency

cooked mode

copy-on-write

devices
disposition

exceptions

external

file handle

funnel

handoff scheduling

a set of virtual locations, such as those locations that can be referenced by a task
Or process.

indications of whether a particular user is allowed to use a particular command or
subsystem, perform a particular role, or gain a particular privilege.

a lock which a thread waits for by yielding the processor.

type of memory in a parallel architecture that does not guarantee atomicity of
reads of aligned words.

the collection of buffers maintained in the kernel for use in accessing files and
block special devices.

address of a relevant data structure that specifies an awaited event.

multiple threads are in progress at one time; their execution might be multiplexed
on a single processor.

a terminal mode in which input lines can be edited, and certain characters cause
signals to be sent to the process group.

optimization using lazy evaluation in which copying is postponed until a task
actually modifies a page.

hardware.
indicates whether or not the sleep is interruptible by a signal.

deviations to a thread’s flow of control that are caused by actions of the thread
itself (such as addressing errors, arithmetic errors, etc.).

outside the kernel.

data that is used to identify a file. After a client opens a file, the server gives it a
file handle, which the client gives to the server to speed subsequent accesses.

a kernel data structure used to represent the parallel/sequential constraints of a
particular subsystem.

a form of thread scheduling in which one thread gives its processor to another.
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Glossary

idempotent  when the effect of performing an operation once is the same as performing it

multiple times, the operation is idempotent.
inode the (ondisk and incore) data structure that describes a file (both S5 and UFS).

internal  inside the kernel.
lazy evaluation  technique of postponing everything until the last possible moment, since if you
put it off long enough, maybe you won’t have to do it.
local port  port that the message comes back through.

logical volume
lookup cache

memory object

memory object manager

message

microkernel

mmap

multithreaded
NICFREE
package
parallelism
parallelization

physical volume

an abstraction that behaves like a disk drive to file system code, but is in fact a
collection of separate regions of real disk drives (physical volumes).

cache of the most recent component-name-to-vnode translations.

a “thing” that can be mapped into a task’s address space. It might be temporary
storage (e.g., UNIX’s BSS and stack), a file, or an object defined by user-provided
servers.

responsible for supplying initial values for a range of virtual memory and for
backing up virtual memory when the physical memory cache becomes full. One
may be used, for example, to map files into the address spaces of tasks, to provide

shared memory in a distributed system, or to implement a
transaction-management system. '

a collection of data to be sent through a port to the task that has receive rights for
the port.

a simple, pure Mach kemel with no built-in UNIX (or other operating system)
functionality. Such functionality would be provided by user tasks.

a system call that is used either to map a file into a process’s address space or to
create an anonymous memory region.

composed of a number of threads.

number of incore free blocks. Equal to 100.

an abstraction of a library.

the simultaneous execution of multiple threads; requires multiple processors.
the act of making a system parallelized.

a real disk drive or a portion of a disk drive.



Glossary
pmap the data structure and code encapsulating the architecture-dependent portion of the
virtual memory system.
port  a protected queue of messages or an object reference.
port set  two or more ports whose message queues have been consolidated into a single

priority depression

privileges

process

processor allocation
processor set
processor sharing

raw mode

read-ahead

read-write lock

remote port
search cache
sharing
simple lock
socket

spin lock
stream

submap

queue by the server task.

option to the thread_switch system call; a calling thread’s priority is “depressed”
to the worst possible value for a given period of time, and is then restored.

properties of a process that gain it special treatment by the operating system.

an address space, one or more threads of control and additional information
necessary to represent a UNIX context.

distributing the processors of a multiprocessor among the various applications.
mechanism for processor allocation.

scheduling or multiplexing processors.

the terminal mode in which incoming characters are passed immediately to user
threads and outgoing characters are sent to the terminal with no further
processing.

reading the next unit of data at the same time as the current unit of data.

a lock that can be taken as either a read lock, allowing multiple readers by no
writers, or as a write lock, allowing a single writer and no readers. ‘

port for sending messages.

a cache in the inode that contains the offset at which the last search terminated.
what one is taught in nursery school.

a spin lock.

a data structure representing the end point of a communication

a lock which a thread waits for by repeatedly testing a bit.

the kemel analog of a shell pipeline.

a data structure representing a portion of the kemel address space which is
probably managed by a single subsystem.



Glossary
swapping  unwiring or wiring the kernel stack.
task  a holder of capabilities, such as address space and communication channels.
thread usual notion of thread of control.
thread pool  a collection of threads used to handle events generated in the interrupt context.
timed pause  when a thread calls thread_switch with the wait option, it can be suspended for a

translation-lookaside buffer

upcall
virtual copy
virtual file system

vnode

write-behind
write-through cache

zone

fixed period of time and then automatically woken up.
a hardware cache which translates virtual addresses to real addresses.

a call from a lower level of a system to a higher level (e.g. from kemel mode to
user mode).

an optimized copy operation.

the abstraction of the file system concept: the layer of the kernel which provides
the standard interface to the real file systems.

an abstraction of a file; it contains generic information about files and refers to the
file-system-specific information on individual files. It also refers to an array of
entry points called vnodeops, which provides access to the various operations.

delaying the update of a file until sometime after the write system call has been
completed.

a buffer cache that requires that the data it buffers be written onto the disk before
the system call returns.

a collection of fixed-size blocks: a separate zone is created for each kernel data
structure that is so managed. A zone is initialized with a pre-allocated free list, an
allocation size, and a maximum size.
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A

Access control, 11-17—11-27
Access control list (ACL), 11-17
Access permissions, in NFS, 5-127
Active list, 4-55

Address space, 2-7, 4-3, 4-7—4-9
growth, 4-27

Address space layout, 10-25
Aliases, 6-9

ASCII character set, 6-33
Attach, 6-17

Attributes, 11-23

Audit daemon, 11-13

Audit device driver, 11-13
Auditing, 11-13—11-15
Authorizations, 11-29—11-31

B

Backing storage allocation, 4-49
Backup ports, 3-25—3-27
Bad-sector remapping, 9-11
Base priority, 2-93

bdevsw table, 6-7, 6-13
bdevsw_add, 6-13

Block interface, 6-5—6-9
Block skip section (BSS), 4-25
Blocked threads, 2-67
Blocking locks, 5-51, 5-123
Blocking threads, 2-45—2-47
Bogus memory, 5-123, 5-165
Bootblock, 5-95

Bootstrap port, 1-27

bp, 6-25

buf structures, 5-43

Buffer cache, 5-7, 5-35—5-65
access to, 5-41
finding a block, 5-57—5-59
getting a new buffer, 5-61—5-63
maintenance of, 5-39

server’s, 5-139

C

Can queue, 6-43—6-45
Capabilities, 1-21, 5-81
cdevsw table, 6-7, 6-13
cdevsw_add, 6-13
Character interface, 6-5—6-7
Client-side caching, 5-133
Clipping, 4-79

Close, 6-17, 6-21

Cluster pool, 8-19

cmd, 6-27

Collapsing objects, 4-81
Compliance, UNIX, 1-5
Compliant vs. certified, 11-9
Concurrency, 1-13, 5-77
Configure, 6-17

Configure entry point, 6-13

Consistency
devices, 6-9
file systems, 5-45—5-49

Continue signal, 6-35
copen, 5-29

Copy link, 4-87

Copy object, 3-29
Copy-on-write, 4-59, 4-83

Crash recovery, 9-9, 9-31
in NFS, 5-127

Crashes, server, 5-149—5-153
Credentials structures, 5-137
Cylinder group block, 5-107
Cylinder group summary, 5-107

D

Data, 6-27
dblk, 7-31

Deadlock, 2-65
avoiding, 2-63



Debugging, 2-73

Default memory object manager, 4-31
Dev, 6-19—6-29

Device drivers, 6-3, 6-17—6-31, 6-43
Device I/O, flow of control, 6-7
Device module switch table, 7-45
Device number, 6-5

device_inuse, 2-33

Devices, 6-5, 6-9

Directory path searching, 5-67—5-83
complications in, 5-69

Discretionary access control (DAC), 11-17

Disk I/O performance, 5-105

Disk map, 5-89

Disposition, 2-29

Distributed computing environoment (DCE), 5-129
Drain routine, 8-25

Driver entry points, 6-17
close, 6-21
interrupt, 6-29
ioctl, 6-27
open, 6-19
read/write, 6-23
strategy, 6-25

Dup, 5-11
Duplicate detection, 5-163

Dynamic configuration, 6-11—6-15
interrupt handler, 6-15

Dynamic loader, 10-27—10-29
Dynamic loading, drivers, 6-13

E

Eighth-bit character sets, 6-33

Events, 2-57

Exception handling, in Mach, 2-75
Exception port, 1-27, 2-77

Exceptions, 2-69, 2-77

Exported symbol table, 10-13,10-17, 10-21
Extensible loader, 1-3

External events, 2-69

External memory object managers, 1-35

F

Family, 2-7

File handles, 5-131

File module switch table, 7-47
File-system-independent data structures, 5-25—5-27
Flags, 4-15, 4-19, 6-19—6-21, 6-27

Flow of control, 3-29—3-31
LVM, 9-27
open and create, 5-29
read and write, 5-31

Format-dependent loader, 10-21

Forward-mapped segmented-paged architecture, 4-111

Fragments, cost of, 5-109—5-115
Free block list, 5-97

Free list, 4-55

Free-space hint, 4-17

Funnels, 2-103

G

Gangs, 2-89
getnewbuf, 5-59
Global run queue, 2-91

H

Handler, 2-69, 2-75
handler_add, 6-13
handler_enable, 6-13

Hard mount, 5-149

Hardware device number, 6-29
Hint, 4-17

I/O request, 6-25
I-list, 5-95, 5-99
Idle thread, 2-91
Imported symbol table, 10-9, 10-21



Inactive list, 4-55
Indirect block, 5-89

Inode, 5-25, 5-87, 5-99
generation number, 5-131

Internationalization, 6-31, 6-33—6-34

Interrupt, 6-29

Interrupt dispatcher, 6-15

Interrupt handler, dynamic configuration of, 6-15
Interrupt priority level (IPL), 2-31, 2-65
Interruptible hard mount, 5-149

Interrupts, protection from, 2-31

intr, 6-17

ioctl, 6-17, 6-27

itable, 6-15

K

Kemel loading, 10-29

Kemel memory allocation, zones, 2-107
Kemel mode, 2-11

Kemel port structure, 3-13

Kemel stack, 2-11

Kemel stream, 7-5

Kemel thread pools, 2-105
Kemel/daemon communication, 11-15
Kemel-loader server, 10-29

Known module list, 10-19

Known package table (KPT), 10-15

L

Latency time, minimization of, 5-105, 5-119—5-121

Lazy evaluation, 1-31, 4-5, 4-45, 4-59

1d, 10-13

Libraries, 10-11

Line discipline, 6-23, 6-31, 6-41—6-43, 6-47
Loaded package table (LPT), 10-15

Loader
functions, 10-5
role of, 10-5—10-9
with exec, 10-7—10-9

Local port, 3-7

Local run queue, 2-91
lock_wait_time, 2-59

Locks, in interrupt context, 2-65
Logical track group (LTG), 9-23, 9-29

Logical volume manager (LVM), 1-3
flow of control, 9-27—9-35
mirroring, 9-9
organization, 9-7

longjmp, 2-29, 2-67
Lookup cache, 5-81

Mach, 1-3, 1-7

Mach abstractions, 1-21

Mach Interface Generator (MIG), 2-25
Mach/UNIX interaction, 1-11
Mandatory access control (MAC), 11-21
mblk, 7-31

mbufs, 8-11—8-25
from mbclusters, 8-23
structure of, 8-13—8-15

mclrefent array, 8-19—8-23
Memory object management, interfaces, 4-33

Memory object managers, 4-31
default, 4-31

Memory object port, 4-51
Memory objects, 1-21, 4-31—4-57
Memory shortages, 8-25
Message descriptor, 3-7
Message flow, 7-24
Messages, 1-21, 1-33, 3-5—3-7
data structures, 3-7
in Mach, 1-23
receiving, 3-31
sending, 3-29
Microkernel project, 1-7, 1-11
Mirror consistency manager, 9-27
Mirror consistency record (MCR), 9-23, 9-29
Mirror write consistency cache (MWC), 9-29
mmap, 5-65

Mode
cbreak, 643



cooked, 6-43
raw, 6-43

Mode bits, 5-123

Module record, 10-19

Mount point, 5-73

Mount protocol, of NFS, 5-141
Mount structure, 5-17, 5-25, 5-73
Mounting file systems, 5-21—5-23
Multi-buffered 1/O, 5-37
Multilevel directory, 11-21

Mutltiple file systems, 5-15
directory path searching in, 5-71

Multithreaded processes, 1-7, 1-19
server, 1-17

signals, 2-9
standard libraries, 2-9
system calls, 2-9

N

Namei, 5-73
Netisr threads, 8-27

Network shared memory, 1-37, 1-39, 141, 143, 145

NFS, 5-125—5-165

nfsbiod processes, 5-135

nfsd processes, 5-137

nfsnode, 5-27, 5-133

nice routine, 2-93

Non-homogeneous multiprocessors, 2-89
Non-parallelized code, 2-103

Nonidempotency, problems with, 5-155—5-159
Notify port, 1-27

o

Object cache, 3-21

Object creation, lazy evaluation, 4-45
Object manager, 4-11

Object references, 1-21

Objects, 11-5

Open, 6-17, 6-19

Open file data structures, 5-7—5-13
Open files, 2-7

Orange Book, 11-7

Orphaned process groups, 6-37
Orphaned processes, 6-35

Out queue, 6-43—6-45

P

Packages, 10-11
substitution of, 10-17

Page tables, 4-115
Pagein, 4-35,4-37
Pageout, 4-39, 4-41, 443
Pageout daemon, 4-55
Pager, 4-19

pager_file structure, 4-47

Pages, 1-31
locating, 4-29
replacement of, 4-55
representation of in primary memory, 4-21
Parallelism, 1-15
Parallelization
file systems, 5-51
NFS, 5-165
sockets, 8-33
streams, 7-51—7-59
UFS, 5-123
Physical layer, 9-27
Physical volume reserved area (PVRA), 9-15
Physical volumes, 9-13
Physio, 6-23
pmaps, 4-11, 4-17, 4-103—4-119
operations, 4-105—4-111

Port names, 3-15
interpretation of, 3-19
translation of, 3-17

Port sets, 3-11,4-51

Ports, 1-21, 1-25,3-9—3-27
backup, 3-25—3-27
destruction of, 3-23

POSIX threads (Pthreads), 2-85
Priority depression, 2-101
Privileged mode, 2-11




Privileges, 11-29, 11-33
and exec, 11-37
operations on file privilege sets, 11-43
principle of least privilege, 11-41
set relationships, 11-39
use of, 11-35

Probe, 6-17

Proc structure, 2-11

Process group, 6-35—6-37
Processes, 2-7, 2-11—2-15
Processor allocation, 2-89
Processor sets, 2-89

prog.o, 10-13

Protocol control blocks, 8-31
Pseudo device drivers, 6-47, 11-15
Pseudo terminals, 6-47
Pthreads, 2-85

Ptrace, 2-73

PV list, 4-113

R

Race condition, 2-33, 241, 2-53, 5-9, 5-59, 7-59

Raw queue, 6-43—6-45
Read, 6-17

Read/Write, 6-23
Read-aheads, 5-135
Read-write locks, 2-59
Reaper thread, 2-83

Reference count, 4-17, 4-19, 5-9, 8-19, 8-21

Reference ports, 6-3

Remote mounting, 5-143, 5-145, 5-147
RPC protocol, 5-129, 5-135

Run-time image, 10-23—10-25
Run-time loader, 10-19, 10-27

S

S5 file system, 5-85—5-99
directory format, 5-93
directory structure, 5-91
layout, 5-95

sched_average, 2-95
Scheduler layer, 9-27
Scheduler priority, 2-93

Scheduling, 2-87—2-103
influencing, 2-101

Scheduling policies, 2-93
fixed priority, 2-93
time shared, 2-93

Search cache, 5-83

Security
in OSF/1, 11-11
policy architecture, 11-27

Security switch, 11-27
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